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1 Executive Summary
This deliverable aims to define the notion of popularity for music entities (tracks, artists
and genres) and to present the models and methodologies used for popularity
estimation and prediction in the framework of the FuturePulse platform. This report is
accompanied by prototype implementations of the described methods and appropriate
Application Programming Interfaces (APIs), which have been made available within the
consortium in view of the platform integration activities.
Having considered the first version of requirements and the outcomes of deliverable
D2.1 regarding data specifications and collection, project partners have gathered useful
insights in order to capture the notion of popularity given the collected data and building
on prior research in this area. More specifically, as a first step, the proposed approach
exploits the available information from each data source to separately estimate the
popularity of each music entity, e.g. artist or musical genre. In some cases where a
music data source provides diverse types of information, e.g. likes, views comments,
etc., each different metric can be considered as a distinct factor of popularity. A
combination of all the individual source popularities constitutes the final score.
Given the complexity of the problem at hand, we have explored a variety of approaches
and models for estimating the current and future popularity of music entities. These
approaches include state-of-the-art time series forecasting methods, supervised
learning models based on audio features, novel recurrent and convolutional neural
network architectures and graph mining algorithms. We performed extensive
experimental evaluations of the employed approaches using data provided by the use
case partners of the project and following the experimental results, we made available
the most promising approaches for integration through APIs. The aforementioned
outcomes (methods, experiments, APIs) of our work, which are presented in detail in
this deliverable, make it possible to build the first version of FuturePulse applications,
which will be assessed through the first pilot activities of the project.
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2 Introduction and Relation to other WPs/Tasks
This report documents the current progress of the FuturePulse consortium in the area
of predictive analytics and recommendation. It also describes the prototype
implementations of several services that consortium partners CERTH and MMAP are
developing to endow the FuturePulse platform with capabilities for estimating and
predicting the popularity of tracks, artists and genres, and making relevant
recommendations to support decision making in the three project use cases.
In terms of organization of the effort required to meet the targets set during the
definition of FuturePulse requirements, two key groups of requirements have been
identified, one related to popularity models for tracks, and another related to popularity
models for artists and genres. These parts were assigned to two partners of the
consortium, MMAP and CERTH. In particular, MMAP is responsible for modeling the
popularity of tracks (Section 3.6) and CERTH for modeling the popularity of artists
(Section 5) and genres (Section 6). Moreover, CERTH has also developed and tested
models for the estimation of track recognition (Section 4.3.2).
First, we aimed to formally define and quantify the notion of popularity for tracks, artists
and music genres as well as to devise the methodologies for their estimation and
prediction in the framework of the FuturePulse platform. As a starting point, a literature
review with regard to music popularity, proposed estimation approaches, related data
and predictive approaches is provided in Section 3.
Having considered the first version of requirements (D1.2) as well as the outcomes of
deliverable D2.1, regarding data specifications and collection, the project partners have
gathered useful insights to approach the notion of popularity with respect to the hitherto
collected information. Data deriving from diverse sources such as Spotify, Google
Trends, Facebook, Twitter, YouTube, Deezer and many music charts from around the
globe are considered as potential inputs. A first set of studies regarding the popularity
of tracks, artists and genres have been conducted in the context of this work and are
presented in Sections 3.6 to 6 of this report respectively. Moreover, a methodology and
study related to the modeling of track recognition is presented in Section 4.3.2.
One of the main goals of this deliverable is to provide an integrated popularity score
that combines information from diverse music data sources. Regarding the popularity
of music tracks, artists and genres, the proposed score first exploits the available
information from each data source separately. In cases where the source provides
diverse types of information e.g. likes, views, comments etc. each different metric can
possibly be considered as a distinct factor of the music item’s popularity. A combination
of all the individual source popularities constitutes the final index for tracks, artists and
genres, and to achieve this, aggregation over all metrics is performed.
Regarding the recommendation aspects of this work, we would like to clarify that
FuturePulse is a platform that targets the needs of music industry professionals in
terms of music intelligence, insights and decision support. Therefore, the deliverable
addresses recommendation aspects through research and development in the areas of
music popularity analytics, modelling and forecasting rather than the established field
of recommender systems, which is typically leveraged for addressing the problem of
music recommendation to listeners. In future iterations of this work, we expect to also
include approaches inspired by the recommender systems discipline, especially in
relation to the needs of the live music industry (e.g. generate recommendations of
artists for event organizers to consider in their event programming).
Grant Agreement Number: 761634 – FuturePulse – H2020-ICT-2016-2/ICT-19
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The outcomes of this deliverable are highly dependent on work done in the previous
Work Package (WP2), in the sense that the popularity levels are estimated as a
combination of the data available from WP2 coming from diverse music sources. Also,
the outcomes of WP3 described in this report will directly affect the next Work Package
WP4 and eventually the pilot activities of the project (WP5). Specifically, the work done
within this Work Package including data exploration, definition of popularity indices,
building of the predictive models and definition of the APIs that expose these
predictions, will be integrated in the FuturePulse platform to be developed within WP4.
Finally, the popularity indices and the predictive models described here will be tested
during the pilot studies that will be carried out within WP5.
To sum up, this deliverable marks the achievement of the following platform features:
-

-

-

-

Estimate the current level and making short-term predictions about the popularity of
music tracks (with a focus on tracks provided by PGM and SYB) based on the evolution
of their music streaming and YouTube viewing patterns.
Estimate the recognition of a track, an attribute of high interest for the SYB use case,
based on its appearance and persistence in 276 music charts from 62 countries
covering a period from 2000 to 2018, and provide recommendations of highly
recognized tracks for the music platform use case.
Monitor, estimate and predict the popularity of an artist (among a user-defined set of
artists of interest) using multiple sources of music streaming, social media and web
data. Discover emerging and popular artists based on a graph-based analysis of the
venues where they performed.
Monitor, estimate and predict the popularity of music genres (following the taxonomy
defined by the project use cases) and support the recommendation of future trending
genres. Provide insights with respect to the influence of music consumption (in terms of
genres) between markets (countries).

For all of the above achievements, relevant experimental evaluations have already
been conducted and web services (API endpoints) have been developed that can be
integrated in the FuturePulse platform in order to support the user scenarios foreseen
by the use case partners.
Table 1 presents the connection between the WP3-related requirements, the conducted
work and the section where the corresponding results are presented.
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Req.

Description

Work conducted

Sections

SYB #2

Popularity level of a
track

Estimation of the current level of
popularity of a track globally using
Spotify and YouTube signals
(MMAP)

4.2

SYB #1

Recognition level of a
track

Estimation of the current level of
recognition of a track per market
using past data of music charts
(CERTH)

4.3.2

PGM #2

A combined visual
timeline for streaming
statistics of an artist

Visualization of streaming and
social media activity of an artist
(CERTH)

5.2.1

PGM #1

Predict streaming
based on artist
reference groups

Preliminary work on streaming
prediction based on past data and
release dates (CERTH)

5.2.4,
5.5.2

BN #5

Artist popularity in a
given genre

Estimation of current popularity
based on social media and
streaming platform signals
(CERTH)

5.3

PGM #6

Release day impact
on success

Prediction of artist entry in charts
using release date information

5.5.2

BN #8

Top upcoming artists
per genre

5.4, 5.5.3

PGM #7

Trending artist
discovery

Identification of trending artists
based on live performances in
venues (CERTH)

SYB #15

Genre popularity for
each market

Estimation of genre popularity per
market using past chart data
(CERTH)

6.3

PGM #5

Genres trending for
each market

Estimation of genres trending for
each market using YoY change of
the popularity index (CERTH)

6.4

BN #9

Genre popularity

Estimation and long-term prediction
for genre popularity (CERTH)

6.5

Table 1 WP3-related requirements and work conducted during the first year. The order of listing follows the
order of presentation in the deliverable.
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3 Background and related work
Estimating and predicting the popularity of songs, artists and music genres is an
important problem for professionals in the music industry. The ample availability of
music-related online data should enhance our insights into the collective musicconsumer behaviour, the level of attracted interest by a song/artist/music genre and the
accuracy of predictive models. However, effectively modelling popularity and
integrating diverse data sources are very challenging problems with no consensus on
the optimal approach to tackle them.
In the next subsections we review the literature related to the topics of music popularity,
popularity forecasting, hit-song prediction and related studies on music audience
analysis. Also, the predictive analytics employed in these studies are briefly discussed.

3.1

Popularity definition and estimation

Popularity is an abstract notion that is used to express how much attention a certain
item, person or concept receives. For music related products such as albums and
tracks, the traditional way to measure their popularity has been through sales and
music top charts. Nowadays, there is an abundance of online sources that we can draw
data from, including streams, downloads and queries related to music tracks, albums,
artists and music genres, as thoroughly described in deliverable D2.1. The
consideration of these modern sources as popularity indices is reasonable for a
number of reasons. The music-consumer interest is directed to online music sources
rather than the traditional record stores and the purchasing of physical albums.
Recently, new approaches have been proposed to estimate the popularity of music
entities. Online discussions and comments on music can be analysed in order to
extract useful information about new music trends as stated in [Grace et al. 2008]:
“Popularity can now be determined by monitoring online public
discussions, examining the volume and content of messages left for
artists on their pages by fans […]“

The number of online comments on an artist and their sentiment (positive/negative)
have been considered to define artist popularity [Grace et al. 2008, Schedl et al. 2010,
Mesnage et al. 2015]. In [Schedl 2011] the author investigates the capability of musicrelated posts on micro-blog websites to reveal information regarding artists’ popularity
as well. The under study notion has also been defined as the amount of search queries
and shared files in peer-to-peer networks in [Koenigstein and Shavitt 2009], as the
amount of webpages containing the artist’s name in [Schedl et al. 2010] and as the
amount of online play counts of the artist’s songs in [Schedl et al. 2010, Bellogin et al.
2013]. Other valid ways to define music popularity is by the amount of time of radio
play and the music industry awards that the music-related item has received [Ren et al.
2016]. Of course, the traditional ways of determining music popularity such as the
music charts are also used for comparison with the modern web-based popularity
indices [Koenigstein and Shavitt 2009, Kim et al. 2014]. Also, in [Ren et al. 2016] the
authors claim that three factors, the music acoustic content, the artist's reputation and
the number of comments regarding the track, in synergy are able to classify a music
track as popular or not with high accuracy, thus considering these factors as of great
importance for the definition of music popularity. However, to the best of our
knowledge, no multi-input popularity index integrating diverse metrics of popularity has
been proposed yet, thus we attempt to introduce one such popularity index in the
context of FuturePulse.
Grant Agreement Number: 761634 – FuturePulse – H2020-ICT-2016-2/ICT-19
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3.2

Popularity-related data

Data that have been used as representative for the notion of popularity and data that
have been found to be useful for music popularity prediction in the related music
popularity literature are presented in Table 2.
Data source

Type

Metric

Related work

Twitter

tweets

number of tweets with
regards to an artist

[Schedl et al. 2010,
Schedl 2011, Mesnage et
al. 2015]

MySpace

comments

sentiment of comments on
artists’ pages

[Grace et al. 2008]

Spotify

proprietary index

popularity index provided by
the web platform

[Bellogin et al. 2013]

EchoNest

proprietary index

popularity index provided by
the web platform

[Bellogin et al. 2013]

Google

webpage counts

web page counts for artistcountry tuple

[Schedl et al. 2010]

Exalead

webpage counts

web page counts for artistcountry tuple

[Schedl et al. 2010]

Bit.ly

clicks

number of clicks received by
each document related with
an artist

[Bellogin et al. 2013]

Gnutella

search queries/
shared files

number of search queries or
number of shared files
(songs)

[Koenigstein and Shavitt
2009, Schedl et al. 2010]

Last.fm

rankings

position in artist rankings

[Schedl et al. 2010,
Schedl 2011, Bellogin et
al. 2013]

Billboard

chart

chart position

[Koenigstein and Shavitt
2009]

Table 2 Different types of data source considered as popularity indices for music. The four columns pertain to
the data sources, the type of data, the metrics used and the research studies corresponding to each metric.

In our approach towards defining and estimating the popularity of songs, artists and
music genres we use a variety of similar online tools and music popularity metrics in
order to form the herein proposed multi-input score.

3.3

Popularity indices and models by online platforms

Online streaming platforms generate, and in some cases provide, their own platformspecific popularity scores for artists, albums and tracks. These scores indicate how
much these entities are played on the corresponding platform. However, in many cases
these indices are not publicly exposed but only used internally to produce playlists of
popular or trending tracks and artists.
Spotify calculates a popularity score in the range between 0 and 100 for each of its
tracks and derives algorithmically the popularities for the associated albums and artists.
The track popularity calculation considers mainly the total number of plays of the track
and how recent those plays are. In other words, tracks that are being played a lot now
Grant Agreement Number: 761634 – FuturePulse – H2020-ICT-2016-2/ICT-19
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will have a higher popularity score than tracks that were played a lot in the past1. The
exact mathematical formula is not revealed by Spotify; however, this metric is exposed
in the corresponding methods of the Spotify Web API. It is worth noting that as the
calculation is not performed in real time but is an offline procedure running periodically,
the produced popularity may lag compared to the actual popularity of the tracks,
albums and artists.
Last.fm provides the actual number of listeners and plays. Based on these metrics, the
service generates a ranking of top tracks and artists. However, the service does not
produce a single popularity index. In the same way, Soundcloud ranks tracks based on
the number of plays on a weekly basis. Deezer provides also a popularity score for its
tracks, but this index is only included in its Web UI and not exposed to the API endpoint
that retrieves track resources.
Pandora2 produces weekly charts of trend-setter artists, based on the number of times
an artist has been added in Pandora stations the previous week. After the acquisition of
Next Big Sound3, the generation of trend-setter charts takes also into account a
combination of social and streaming activity in order to categorize the artists in the
platform into five distinct classes: undiscovered, promising, established, mainstream,
and epic. As stated in their website, to ensure that the artists captured on the Pandora
Trendsetters chart can be considered emerging, “artists are no longer eligible to appear
once they have passed the established stage”. In addition to trendsetter chart, which is
based on past activity, Next Big Sound aims to produce predictions of artists that will hit
the Billboard 200 chart4 for the first time within the next year5 based on their preceding
social activity.
Chartmetric6 is a music data analytics company that tracks and combines real-time
data points across different platforms, such as iTunes, Spotify, YouTube, Google,
Facebook, Twitter, and Instagram. Chartmetric tracks primarily the performance of
playlists, as well as the artists and tracks that comprise them. However Chartmetric
does not provide a single popularity index for these entities. Instead, provides rankings
across multiple metrics, such as listeners in Spotify, including changes in these metrics.
In this way, breaking artists or growing playlists can be retrieved manually by the user
of the platform.

3.4

Music popularity analytics and predictive modelling

Past research in the area can be broadly classified with respect to the time interval of
analysis. In particular, a body of research focuses on the analysis of historical data and
the extraction of insights and patterns related to popularity. More recent works focus on
the problem of predicting (or forecasting) popularity in the future. Both types of
research are highly relevant and contain valuable inputs in relation to the FuturePulse
objectives.

1

https://developer.spotify.com/documentation/web-api/reference/tracks/get-track/
https://www.pandora.com
3
https://www.nextbigsound.com
4
https://www.billboard.com/charts/billboard-200
5
https://www.nextbigsound.com/charts/predictions
6
https://chartmetric.io/
2
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3.4.1 Historical analysis
In [Grace et al. 2008] one of the objectives is to compare two artist popularity rankings
with the ground truth, which was estimated by a preference poll. The results showed
that the online comment-based approach resembled the actual ranking more
accurately than the one based on Billboard charts. Also, in [Koenigstein and Shavitt
2009] the authors investigate the correlations between the amount of illegal downloads
of songs and their corresponding Billboard chart positions throughout a time interval of
23 weeks. The experiment resulted in high correlation between the two, which means
that music piracy data could offer useful signals for estimating music sales. This study,
which was conducted before the era of streaming, reinforces our decision to use music
charts as popularity signals, and to analyse people’s music behaviour based on
streaming and social media platforms, such as Spotify or YouTube, which are now the
primary means of consuming music online (instead of downloading using peer-to-peer
sharing).
The sentiment analysis of YouTube comments or microblog posts has also been
considered as explanatory factor for the Spotify’s artist popularity index [Araujo et al.
2017] and as explanatory means regarding user experience [Yu and Schroeder 2018].
The overlap between artists mentioned in online microblog posts and artists ranked in
Last.fm charts reveals the power of Twitter information in correctly ranking artists by
their popularity [Schedl 2011]. In [Bellogin et al. 2013] and in [Schedl et al. 2010] it is
shown that rankings based on different platform indices e.g. Spotify index, EchoNest
index, Google page counts, Gnutella shared files, Twitter posts and Last.fm play counts
result in low agreement, i.e. they are complementary to each other. This means that
one track might be judged popular in one specific platform, which raises questions on
the reliability of such indexes and their bias. More specifically, they compare the
different popularity signals by producing a top-n tracks chart for each index (n is the
number of tracks in the chart) and then computing the overlaps among the charts. Their
conclusion was that both web search and P2P, which exhibited the highest correlation,
evolve slower due to their cumulative nature, while Twitter and Last.fm were more likely
to depict the current trends.
Further exploring the idea to use social media, [Zangerle et al., 2014] and [Hauger et
al., 2013] examined Twitter as a main source for capturing music consumption.
Although several hashtags offer the opportunity to specify that a tweet is music-related
(e.g. #nowPlaying, #nowListening, etc.), structured information about the listened track
is not available. Matching a track with a tweet proved to be a challenge. As a result,
both papers did not predict music popularity, but simply visualized music consumption
on Twitter.
Finally, in [Yu and Schroeder 2018] an extended descriptive analysis regarding
YouTube videos with Chinese music is conducted. The presented results include
distribution of music genres, distribution of visual content, views per day and likes per
view for each video of the dataset. The study concluded that traditional Chinese music
is far more globally distributed (19 languages have been detected in the corresponding
comment sections) than popular Chinese music, and that traditional Chinese music
receives more positive feedback than popular Chinese music as measured with the
help of sentiment analysis on the user comments.
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3.4.2 Predictive analytics
In [Salganik et al. 2006] the authors construct an artificial "music market" and show that
the success of a song is a priori unpredictable, and that social influence increases the
inequality between the most and least liked songs. However, there have been attempts
towards predicting the music-consumer behaviour in cases where historic information
about music related entities is available. In [Kim et al. 2014] the prediction of hit-songs
in next week's Billboard chart is attempted using features extracted from Twitter posts
and a random forest classifier. In the same work, prediction of next week's Billboard
rank of a song is attempted using as input data the song play counts, the artist
popularity in terms of Twitter posts and the number of weeks in the Billboard chart,
while as predictive models linear regression, quadratic regression and support vector
regression are used.
When the goal is to predict the popularity of a track that is not out yet, one can decide
to check the popularity of the artist of the track, if possible. Nevertheless, when dealing
with new artists, this approach is not possible. Therefore, [Pachet and Roy, 2008] and
[Yang et al. 2017] address the “Hit Song Science” problem by using audio content
features. In [Pachet and Roy, 2008] the main goal was to determine whether audio
influences popularity. The conclusion of this work was that audio features are not
sufficient to determine the popularity of a track. However, [Yang et al., 2017] used the
mel-spectrogram as input to CNN architectures and found that deep architectures are
more accurate than shallow ones in predicting the popularity of Chinese and Western
Pop songs. Also, in the same direction, many acoustic features such as ‘party-like’,
‘relaxed’ and ‘female’ were recently found to be discriminative variables for song
popularity classification with random forests in [Interiano et al. 2018].
In [Chiru and Popescu, 2017] popularity models were based on the views and the likes
retrieved from YouTube. The method used machine learning algorithms to predict the
future views and likes of a track using as input its lyrics and the main frequency from
the music melody. They divided their track set into two categories: popular (defined as
tracks with more than 1 million views) and unpopular. The conclusion of this work is
that the popularity of a track, defined by the number views, does not depend only on
the two factors used as features (i.e. the lyrics and the song’s melody), but that
external sources, such as the artist’s popularity, the advertisement around the track and
other social aspects, impact the prediction. Yet, [Chiru and Popescu, 2017] conclude
that the lyrics and the melody of the track have considerable impact on its success.
For the more general purpose of predicting the popularity of web content such as
YouTube videos, Szabo and Huberman in [Szabo and Huberman 2010] suggest a
simple linear model which is improved in [Pinto et al. 2013] by transforming the
univariate model to multivariate. This model correlates the early view patterns with the
future popularity of the video. Finally, other neural network techniques such as
“reservoir computing” have been employed for web object (e.g. YouTube videos)
popularity predictions [Wu et al. 2010]. Table 3 comparatively presents the mentioned
works and their key attributes.
Target
variable

Target time

Input data

Model(s)

Reference

Track rank in
the Billboard
Hot 100

next week

- number of artist
related Twitter posts
- number of song
play-counts posted

- linear
regression
- quadratic
regression

[Kim et al.
2014]
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in Twitter
- number of weeks
on Billboard chart
- number of artist
related Twitter posts
- number of song
play-counts posted
in Twitter
- number of weeks
on Billboard chart

- support vector
regression
random forest
classifier

[Kim et al.
2014]

not applicable:
classification task
where the model
is trained in the
past years and
evaluated in the
next
1 year*
*from Oct. 2012 to
Sep. 2013

high level musical
features, e.g.
danceability, party,
happy etc.

random forest
classifier

[Interiano et
al. 2018]

Track audio (melspectrogram)

Convolutional
Neural Networks

[Yang et al.
2017]

- linear
regression model
- constant scaling
model
- growth profile
model
- constant scaling
model
- multi-variate
linear model
- multi-variate
radial basis
function model
reservoir
computing
(neural network)
Support Vector
Machines

[Szabo and
Huberman
2010]

Support Vector
Machines
- k-nearest
neighbors
- logistic
regression

[Chiru and
Popescu,
2017]

Binary hit-song
variable (a track
is considered a
hit if it achieves
a Top-10
position in the
Billboard Hot
100)
Binary hit-song
variable (track
considered
successful if it
holds a position
in the Singles
GB Chart)
KKBOX logtransformed
track streams
multiplied by
log-transformed
number of
listeners in a
year
- YouTube
video views
- Diggs

next week

30 days

Initial views/diggs
(for YouTube the
first 7 days and for
Digg the first hour
are considered)

YouTube video
views

30 days

Initial YouTube
video views (the first
7 days are
considered)

YouTube video
views

10 days

Past YouTube video
views

popularity
(low, medium,
high)

not applicable:
classification task

- YouTube
video views
- YouTube
video likes

not applicable: the
objective is to
predict current
YouTube metrics
using melody and
lyrics features

- bag-of-frame
features
- audio features
- human features
(e.g. language,
rhythm, mood etc.)
- Word frequencies
from the songs’
lyrics
- Main frequency
from the songs’
melody

[Pinto et al.
2013]

[Wu et al.
2010]
[Pachet and
Roy, 2008]

Table 3 Key attributes of previous approaches on music popularity prediction.
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The effect of music on the audience and sales

The investigation of how music affects audiences has attracted research interest
almost since the beginning of the last century. In [Hevner 1937] the effects of slow/fast
tempo and low/high pitch on the subjects’ emotions were put under study. It was
concluded that slow tempo mostly pertains to serene, dignified, sad and dreamy
emotional states, while fast tempo mostly pertains to vigorous, exciting, happy and
graceful emotional states. Low pitch was attributed by the subjects of the experiment to
adjectives such as serious, depressing, stirring and forceful, while high pitch to
adjectives such as tender, leisurely, humorous and joyous. Also, another important
research problem is whether audiences with different characteristics have different
music preferences. Interesting audience characteristics that have been investigated
include:
-

-

-

Age [LeBlanc et al. 1988], where the preference of jazz music is found to be highest
rd
th
with the youngest listeners (3 grade), decreased at 7 grade and increased again at
the college level.
Gender [Kellaris and Rice 1993], where women express statistically significant low
positive affective response to high loudness comparing to low loudness of music, while
men express almost the same feeling in both cases (no statistically significant
differences).
Cultural environment [Gregory and Varney 1996], where statistically significant
differences in emotions evoked by music excerpts were detected between people with
western and people with Indian musical background.

It is thus evident that audience demographics must be taken under consideration when
attempting a fine-grained music popularity analysis. Also, music audience profiling and
music recommendation are related research areas, where the objective is to efficiently
recommend music to online music platform users, using collaborative filtering
[Shardanand and Maes 1995], content-based [Li et al. 2005] or hybrid methodologies
[Burke 2007].
The effect of music on sales has also been a topic of research with several interesting
findings. In [Alpert et al. 2005] it was empirically shown that background music on
advertisements affects the potential consumer’s emotions. Additionally, they show that
the consumer’s evoked emotion in synergy with the purchase occasion (sad/happy)
affects the purchase intention towards the advertised product. Also, in-store sales and
store evaluation has been shown to be affected by peripheral factors such as the mode
and tempo of music played in the store. In [Knoferle et al. 2012] minor mode together
with slow tempo of the background music is associated with increased sales and in
[Dubé and Morin 2001] pleasure induced by background music in stores was
associated with store evaluation but in an indirect manner through the customer’s
attitude towards the services and the sales personnel. In [Caldwell and Hibbert 1999],
the authors reveal a significant effect of the music tempo on time and money spent by
customers in a restaurant and in a study conducted by FuturePulse partner SYB
[Moradi et al. 2017], the authors show that background music congruent with the
restaurant (brand) increases the earnings as well. Also, the origin of the background
music in a supermarket has been shown to correlate with the origin of the most
purchased wine [North et al. 1999] and the musical genre of played music in a flower
market with the sales of flowers [Guéguen and Jacob 2010].
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Novelty and ambition of FuturePulse

The work conducted towards meeting the requirements of the present deliverable and
also the work that will be conducted in the framework of WP3 has already led and we
hope it will lead to further improvements comparing to state of the art. Our basic
contributions as for now include:
-

-

-

-

-

-

Exploring and comparing different models and measures of track popularity over time
and assessing the potential of using audio content features for the task of predicting
trending tracks (Section 4.2).
Constructing a track recognition index as a memory-based model involving information
from charts, that takes into consideration not only the current position of a track but also
the length of the period the track was on charts (Section 4.3).
Constructing informative music popularity indices that combine multiple data resources
(section 5.3). Accurately forecasting artist popularity patterns in wider future time
segments (e.g. 3 months ahead). In Section 5.5.2 successful artist popularity prediction
results are presented regarding their streaming patterns and their position in charts.
Determining artists’ popularity level and discovering emerging artists through analysis of
bi-partite venue-artist graphs with very promising results, when validated with reference
to independent popularity metrics (Sections 5.4 and 5.5.3).
Estimating music genre popularity via chart-related data and the amount of relevant
Google searches (Section 6.4). The forecasting performance of the applied predictive
models is high for non-sparse timelines that contain strong seasonal components. Also,
the forecasting period is wider than any previous approach being 8 months ahead
(Section 6.5).
Estimating the diffusion routes of music genre popularity across the globe. We provide
causality networks that illustrate how different countries affect one another in terms of
genre popularity (Section 6.6).
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4 Track popularity and recognition
4.1

Problem description and requirements

At the level of tracks, two requirements have been defined, namely SYB #1 and SYB
#2, with the aim of estimating the recognition and popularity level of a track. Referring
to D1.2 both popularity and recognition should be refined per market (country), and
ultimately per gender and age group.
Regarding SYB #2, we first determine, based on signals acquired through the public
APIs of Spotify and YouTube (see D2.1 for more details of these APIs) a coherent value
of popularity (aggregating the different sources) and its evolution over time, as well as
which of the retrieved signals are the most suitable for the task of popularity estimation
and forecasting, and which are the models and architectures that lead to the most
accurate predictions. For prediction, we considered two approaches: time series
forecasting, in which we predict the future popularity value of a track based on its past
history and a second approach, which classifies the popularity level of a track solely
based on its audio content. This second approach provides information on whether
features extracted from the raw audio signal are informative enough and can be
included in the prediction task.
For the estimation of recognition level of tracks (SYB #1) we defined a model that is
based on historical chart data. The underlying assumption is that the presence of a
track in one or more charts means that the track has been listened a lot and is
therefore much more likely to be recognized compared to tracks that do not appear in
charts. In addition, to produce recognition levels per market as required, we took into
consideration charts from different countries.

4.2

Popularity estimation, forecasting methodology and results

4.2.1 Input data for popularity estimation and forecasting
The track popularity prediction task has been conducted so far based on information
and data provided by SYB. The SYB dataset consists of almost 40,000 tracks, each of
which follows the structure of Table 4. More precisely, the dataset contains 39,466
Spotify tracks by 21,450 different artists from 25,842 different albums. Spotify
associates several pieces of information for each track, including the title of the track,
the artist(s), the album name and the ISRC.
Track

Artist(s)

Album

ISRC

Spotify URI

YouTube URL

Track title

Artist(s)
name

Album
name

International
Standard Recording
Code: a unique code
used to identify a
track

A unique
Spotify URI
containing
the Spotify
track’s ID

A
YouTube
URI containing
the YouTube
video id

Table 4 Sample data provided by SYB in a .csv file

In order to retrieve the YouTube URL, we created a Spotify playlist containing all the
tracks in the SYB dataset. This Spotify playlist was converted into a YouTube playlist
using the Soundiiz7 conversion tool. Due to the large number of tracks and the difficulty
7

https://soundiiz.com/

Grant Agreement Number: 761634 – FuturePulse – H2020-ICT-2016-2/ICT-19

Funded by the
European Commission

Multimodal Predictive Analytics and Recommendation Services for the Music Industry

19

of implementing an automatic tool, the retrieved URLs were not further verified.
However, while most of the tracks seem to be correctly matched, several errors and
missing values were discovered. The missing values do not always mean that the
corresponding video does not exist. This process of matching between Spotify and
YouTube links introduced some errors; we identified about 2.5% wrong YouTube IDs on
a sample that we manually inspected.
Collecting data on the history of the tracks of interest is necessary for track popularity
prediction, therefore, for each track the following data have been retrieved using the
publicly available APIs of Spotify and YouTube already described in detail in D2.1.






Spotify popularity
YouTube Comments
YouTube Likes
YouTube Dislikes
YouTube Views

Those metrics have been monitored for approximately 60 days, which provide the basis
for the first set of experimental results presented below.
4.2.2 Track popularity estimation methods
We computed several statistics on the dataset in order to come up with a ranking of the
most trending tracks present in the dataset. We also identify the most trending and
most declining tracks, as well as the ones with the smallest changes in popularity (or
views, etc.)
The track dataset was sorted in different way:
•
•
•
•
•
•

by greater standard deviation;
by lowest standard deviation;
by lowest standard deviation discarding values equal to zero;
by max popularity value in descending order;
by greater cumulative sum of the deltas between days;
by smaller cumulative sum of the deltas between days.

The last two ones were computed to get the general trend of the tracks. They were
obtained by computing the differences between the last day and the first day.
This analysis was done on individual signals (YouTube Likes, Dislikes, Views and
Spotify Popularity) and the aggregation of different popularity input signals into one
FuturePulse popularity estimation indicator is work in progress that will be reported in
the next version of this deliverable and will be integrated soon in the respective API
method.
4.2.3 Track popularity forecasting methods
Two main approaches have been considered for the forecasting task:
 Time Series Forecasting: treating the problem as a time series prediction
based on the timeline of the popularity signal or views on YouTube, etc. For this
approach we exploited a combination of several methods including the design
of various Neural Network architectures.
 Content-based Popularity Classification: defining popularity classes of tracks
(trending/not trending) based on the evolution of popularity metrics over time
and predicting these classes by extracting audio features from the raw audio
signal.
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Time series forecasting
Forecasting time series is related to trend analysis, periodicity and seasonality. A time
series forecasting algorithm learns a function that takes as input a time series and
predicts the next values. In this case, the model is fed with a track’s popularity history
and the output (prediction) is the popularity of the following future days. There exist
several algorithms for time series prediction. The ones we used include:
Auto-Regressive Integrated Moving Average (ARIMA): This is a popular statistical
method widely used for time series forecasting with the following components:



AR (p): the target variable is regressed on its lagged (previous) values.
I (d): the target variable is replaced by the difference between the current and prior
value(s).
 MA (q): the regression error is a linear combination of previous error terms.
ARIMA relies on these three parameters. We tested several combinations of values for
those parameters. The autoregressive parameter p was set to vary in the range 0-5,
while d varied from 0 to 2 and the MA parameter varied from 0 to 1. We only kept the
model that, overall, resulted in the lowest MAE (Mean Absolute Error).
Long-Short-Term Memory (LSTM) Neural Networks: For building LSTM neural
network models [Hochreiter & Schmidhuber, 1997], the architecture shown in Figure 1
was used. This can be decomposed in two parts: the LSTM layers and the fully
connected layers. To predict 7 days, the last layer has to contain 7 neurons. The
number of units for the other layers was arbitrarily chosen based on best practices in
the literature. Moreover, we used ReLU as activation function for the first two fully
connected layers and no activation function for the last layer. Furthermore, the same
number of epochs (50) was kept for all the tests.

Figure 1 Architecture used for the LSTM models.

Various configurations were tried for LSTM including the following:






All available days: this configuration uses all the available data to predict 7 days,
therefore the training set contains 54 days (61 - 7) per track
Chunks of 14 days: The idea behind this approach is to feed the model with more
samples: each track was cut into 33 samples (54 days - 14 days of the chunk - 7
days of the prediction) of 14 days predicting 7. This led to a larger training set.
50 clusters with all available days: This experiment can be separated into two parts,
clustering the data and learning the models. The idea of clustering the data came
from the fact that similar tracks might evolve in the same way. Therefore, clustering
helps to gather similar tracks and might enhance prediction accuracy. We decided
to use 50 clusters, since we noticed that with a smaller number of clusters the
centroids were only focused near the tracks with large amount of views, while there
were no centroids near tracks with fewer numbers of views.
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Facebook Prophet: The key goals around Facebook’s Prophet are scalability, ease of
use, intuitive parameters and portability. Although Prophet was designed for forecasting
time series for Facebook, the model was ported to suit different problem areas. The
mode of use for Prophet is to build one model per track. The data split was also
imposed to divide by days only. According to best practices, the log of input data was
used for normalization.
Baseline model: The baseline model is a naive model that predicts the last seen value
from the signal under analysis.
Content-based Popularity Classification
All the retrieved audio files were further analysed by MMAP in order to extract audio
descriptors. Such descriptors where used during the classification phase in the attempt
to identify which features are the most informative and useful to address the problem of
track popularity prediction.
The set of features produced by MMAP comprises:





Low-level rhythmic and timbral audio features
Genres
Moods
Musicological attributes (BPM, key, energy level, etc.)

The general goal of computing models that are only based on the audio features is to
determine whether it is possible to link the general trend of a track (based on YouTube
views or Spotify popularity values) with the intrinsic characteristic of the audio signal of
the track. Here the time related signals were not used as features but for classification
purpose, i.e. we do not predict the views but instead the three classes: trending, not
trending, and undetermined. To determine which class a track belongs to, we first
computed a linear regression per track using the 14 last days of popularity values. We
compared the resulting coefficient of the linear regression with the mean of the deltas,
i.e. the difference between pairs of consecutive (past) days and the delta between the
last and the second to last day. If both the mean and the delta were higher than the
coefficient, the track was judged as trending, if both were lower the track was classified
as not trending and if one is higher and the other is lower the class is assigned to
undetermined.
4.2.4 Methodology
In order to select which type of data can provide the most important contribution to the
task, here we show the evolution of the aforementioned collected data (selected by
largest standard deviation of popularity). We observed all the tracks that have evolved
the most during the monitoring period and noticed that all of them exhibit similar
behaviour regarding YouTube Likes/Dislikes/Comments. For simplicity, we show in
Figure 2 and Figure 3 the visualization for two example tracks.

Grant Agreement Number: 761634 – FuturePulse – H2020-ICT-2016-2/ICT-19

Funded by the
European Commission

22

Multimodal Predictive Analytics and Recommendation Services for the Music Industry

Figure 2 Evolution of the retrieved signals for An Evening with Dusty by Kyle Boddy Dunn.

Figure 3 Evolution of the retrieved signals for Thinking out Loud – Ed Sheeran.

From this type of analysis, we concluded that the most informative metrics are Spotify
popularity and YouTube views, since they show consistent variation over time rather
than near-constant behaviour like YouTube Likes/Dislikes/Comments. YouTube views
and Spotify popularity were an obvious primary choice as key signals of popularity
among the available data. In this first version of results, Spotify popularity is not
included yet.
A combination of YouTube and Spotify signals seems as a promising solution
(predicting each signal independently and/or in combination) for the next iteration of the
algorithm, when more data is available.
For the prediction experiments, we used two different ways to split the data:



by track: The tracks were split in two sets: train set containing 80% of the
tracks and the test set containing the remaining 20%.
by days: All tracks were split with the training set containing 54 days while the
test set contained 7 days.
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The ‘by days’ split was performed to all models while the ‘by track’ one was not
possible on Prophet and ARIMA, since one model per track was trained for them.
Those two ways of splitting the data have different motivations. The ‘by days’ split
allows assessing the models’ performance for future days, while the ‘by track’ assesses
the models’ performance for tracks that were not used in the learning process.
Content-based Popularity Classification
To determine which class a track belongs to (i.e. the ground truth labels), we first
computed a linear regression per track using the 14 last days. We only used 14 days
because the popularity has the notion of near past, therefore, only the near past is
significant to state whether a track is currently trending or not. Then, we compared the
obtained coefficient of the linear regression with the mean of the deltas, i.e. differences,
between all two consecutive days and the delta between the last and the second to last
days. If both the mean and the last delta were higher than the coefficient, the track was
judged as trending, if both were lower not trending and if one is higher and the other is
lower we decided on undetermined.
Since we are not dealing with time-related models, we only split the dataset by tracks
(80% for the training and 20% for the testing).
Moreover, as the tracks were not equally distributed among the classes, we applied a
stratified split that ensures that both the training and the test set have roughly the same
ratio of classes while still performing a random split. The class partitions for both sets
can be found in Table 5.
Table 5 Classes partitions for training and test set.

set
train
test

trending
29.11%
29.17%

not trending
21.60%
23.02%

undetermined
49.29%
47.81%

To evaluate the performance of the classification model, we use accuracy, computing it
as the number of correctly classified tracks.
In this case the Baseline model was computed by predicting the largest class for all
tracks. In this case the largest class is the “undetermined” with 3227 out of 6712 tracks
(in the test set). Thus, the baseline accuracy is 48,08%.
We adopted two different approaches:


Building one model per feature set: The aim of this procedure is to compare
the features and determine which set of features alone outputs the best results.
The model is a fully connected Neural Network. The sizes of first and the last
layer of the NN are, respectively, the number of features used and three (for the
three categories). Indeed, the input has the same shape as the features set
while the output, by track, is a vector with length equal to the number of classes.
Each column of the output has a one-hot encoding, i.e. one if the sample
belongs to this class and zero otherwise. Therefore, per line (i.e. per sample)
only one column can be equal to one. All combinations of dense layers with a
number of neurons equal to 1024, 512, 256, 128, 64 and activation functions
ReLU, ELU and sigmoid were tested. After each dense layer, we also tried with
drop out of 0.15, 0.3 or no dropout. It appeared that all models learned to
always predict the largest class, as the baseline.
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Building one model for all features: Here, all the audio features were used
together for the learning part. We, therefore, concatenated the features and
ended up with 320 features. The aim of this procedure is to check if using all the
features at once is better than using the features separately. In order to better
understand the data, we constructed a random forest to extract the importance
score of each feature (see next sub-section)

Approach
Fully-connected Neural Network (various configurations)
Random-Forest (all features, 10 trees)
Random-Forest (all features, 500 trees)

Accuracy
48.08%
43,39%
49,69%

Table 6 Comparison of Content-based Popularity Classification Results

In conclusion, building one model per feature set or one model for all features set using
fully connected models did not affect performance. Indeed, the results were the same
as the baseline (48.08%). Yet, we noticed a slight improvement (1.60%) in the
performance when using random forests with all features as illustrated in Table 6.
Random Forest – Feature importance
To assess feature importance, we used three random forest models. The only
difference between the three models is the maximal number of features considered
when searching for the best split (parameter is called max_features in scikit learn8)
Table 7 shows the 15 most important features resulting from the random forest
classifier in descending order of importance.
Feature

Description

Importance

Emotion Depressed

Computed as the mix between Valence (mood of the
track) and Arousal (energy of the track)

0.003620

Tristimulus 3 mean

A measure of the mixture of harmonics in a sound

0.002937

Duration

The duration of the signal in seconds

0.001938

Key Strength

The strength of the estimated key of the signal

0.001931

Centroid

Measures the ‘center of mass’ of the spectrum

0.001881

Derivative

First order derivative of the input signal

0.001867

MFCC 14

14 Mel Frequency Cepstral Coefficient

0.001647

SSD 123

Statistical Spectrum Descriptor

0.001560

th

th

MFCC 10

10 Mel Frequency Cepstral Coefficient

0.001487

Spectral Rolloff std

Frequency under which some percentage of the total
energy of the spectrum is contained

0.001487

MFCC 12

12 Mel Frequency Cepstral Coefficient

th

0.001456

th

0.001429

nd

MFCC 8

8 Mel Frequency Cepstral Coefficient

MFCC 2

2 Mel Frequency Cepstral Coefficient

0.001373

Complexity

Spectral complexity, computed as the number of
peaks in the input spectrum

0.001373

SSD 48

Statistical Spectrum Descriptor

0.001368

Table 7 The 15 most important features and their corresponding importance value.

8

http://scikit-learn.org/stable/modules/generated/sklearn.ensemble.RandomForestClassifier.html
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Popularity Forecasting Results
Figure 4 shows the comparison between all the tested configurations of the Facebook’s
Prophet algorithm by indicating on what number of tracks a particular configuration was
the best one (performed better than the other algorithms). We tested the following
configurations of Prophet:


Baseline: The baseline model is a naive model that does not learn from the data
and that predicts the last seen value from the signal under analysis.
 Prophet Log: as suggested on the Prophet API we use the log of the data as
data normalization.
 Prophet: using original data without normalization.
 Prophet daily: One of the parameters that can be tweaked in Prophet is the
seasonality. Since we do not have enough data we used a daily seasonality.
We observe that the Prophet daily outperforms the others.

Figure 4 Comparing the different configurations of Facebook Prophet.

Figure 5 depicts the number of tracks for which each configuration has the smallest
MAE (Mean Absolute Error). Again, the figure shows the number of times a particular
algorithm was better than the other ones. We can see that both ARIMA (with log of the
data as normalization and with original data) achieve similar performance with more
than 17k tracks each.

Figure 5 Comparing the different configurations of ARIMA.
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Finally, we compare ARIMA with Prophet. Bars in Figure 6 show the number of tracks
for which each model performed better than the others. Prophet daily is shown to also
outperform ARIMA.

Figure 6 Comparing the different configurations of Facebook Prophet and ARIMA.

Figure 7 shows the performance for a specific example of the tested models against
the actual values. Both LSTM configurations do not approach the trend of the real data
(Real), while Prophet and ARIMA seem to follow a similar trend with the curve of
interest.

Figure 7 Best predictions for An Evening With Dusty by Kyle Boddy Dunn.

Table 8 shows the MAE (Mean Absolute Error) computed on the test set for each
method. The MAE is normalized over all tracks. According to the table, Prophet is
slightly better than Prophet Daily in terms of MAE, yet in the majority of tracks Prophet
Daily outperforms Prophet as seen in Figure 4 and Figure 6.
Method
Baseline
Prophet
Prophet Daily
Prophet Log
ARIMA
ARIMA log
LSTM chunks
LSTM

MAE
0.0024
0.00057
0.00064
0.00068
0.00094
0.00096
0.086
0.001
Table 8 MAE computed on the test set for each method.
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Recognition methodology and results

4.3.1 Data for recognition estimation
For the recognition level estimation both the tracks provided by SYB and PGM were
used. PGM’s list consists of 45,628 tracks, from 2,383 artists, annotated with ISRC.
Therefore, we produce recognition values for more than 80 thousand tracks.
We compute track recognition under the assumption that a track is recognized if it has
managed to enter the charts (any of the monitored charts) at least once. Specifically,
we use the maximum position each track has achieved over all charts at each date.
Thanks to WP2, we have access to data from 211 charts (198 track charts and 13
singles charts) that span long periods of time (in some cases even from the 60’s until
today) from 62 countries around the globe.
Having annotated chart entries with the corresponding ISRC codes, we were able to
retrieve the positions of tracks in different charts in different markets. These metrics are
then used to estimate the recognition value of a track (both globally and per country),
following the model described in Section 4.3.2.
4.3.2 Methodology
For the estimation of the recognition level of tracks, our analysis starts from the
assumption that the presence of a track in one or more charts means that the track has
been listened a lot and is therefore much more likely to be recognized compared to
tracks that do not appear in charts. In chart data, a numerically low rank (e.g. 1)
indicates a high position, while a high rank (e.g. 100) indicates a low position. In order
to avoid this ambiguity, we employed a simple linear transformation on the raw data,
which generalizes the proposed transformation in [Kim et al. 2014]:
𝑝(𝑡) = {100 ∙

(𝑐ℎ𝑎𝑟𝑡 𝑠𝑖𝑧𝑒 + 1 − 𝑟𝑐ℎ𝑎𝑟𝑡 (𝑡))
,
𝑖𝑓 𝑡ℎ𝑒 𝑡𝑟𝑎𝑐𝑘 𝑔𝑎𝑖𝑛𝑒𝑑 𝑎 𝑐ℎ𝑎𝑟𝑡 𝑝𝑜𝑠𝑖𝑡𝑖𝑜𝑛
𝑐ℎ𝑎𝑟𝑡 𝑠𝑖𝑧𝑒
0, 𝑜𝑡ℎ𝑒𝑟𝑤𝑖𝑠𝑒

where 𝑡 denotes time (at day granularity), 𝑐ℎ𝑎𝑟𝑡 𝑠𝑖𝑧𝑒 denotes the number of tracks in
the chart (which varies among charts), 𝑟𝑐ℎ𝑎𝑟𝑡 (𝑡) is the track’s chart position at time 𝑡
and 𝑝(𝑡) is the chart trending level with values ranging from 0 to 100, 0 indicating that
the track did not make it to the charts and 100 that the track was ranked first at a
specific date.
Furthermore, the latter transformation takes into consideration only the current position
of each track, while another crucial factor, the amount of time that the track remained in
the chart, is considered to affect its level of recognition. Hence, we embed this
information to the transformation in the following manner:
𝑝(𝑡) = {100 ∙

(𝑐ℎ𝑎𝑟𝑡 𝑠𝑖𝑧𝑒 + 1 − 𝑟𝑐ℎ𝑎𝑟𝑡 (𝑡))
∙ 𝜎(0.2, 𝑤𝑒𝑒𝑘𝑠), 𝑖𝑓 𝑡ℎ𝑒 𝑡𝑟𝑎𝑐𝑘 𝑔𝑎𝑖𝑛𝑒𝑑 𝑎 𝑐ℎ𝑎𝑟𝑡 𝑝𝑜𝑠𝑖𝑡𝑖𝑜𝑛
𝑐ℎ𝑎𝑟𝑡 𝑠𝑖𝑧𝑒
0, 𝑜𝑡ℎ𝑒𝑟𝑤𝑖𝑠𝑒
1

where 𝜎(𝜃, 𝑥) = 1+𝑒 −𝜃∙𝑥 is the logistic function and 𝑤𝑒𝑒𝑘𝑠 the number of weeks that the
track remained in the chart (float variable to account for the presence in daily charts).
The logistic coefficient reduces the initial value almost to 50% at the first week and then
it gradually restores it until the 30th week when it is almost fully restored.
Towards formally defining the recognition level index, we built on findings from research
literature in the area of human memory, and more precisely in the concept of “forgetting
curves”. A forgetting curve is the rule by which the memory regarding a specific learned
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item is reduced9. In our case we consider as learned items the music tracks. Hence, we
aim at estimating the function that describes the forgetting procedure that has been
proposed to be exponentially decreasing in many studies [Loftus 1985, Murre and Dros
2015]. We also opt for the exponentially decreasing forgetting procedure for track
recognition but in a less steep approach, namely with a far smaller base than e. Also, it
is natural to consider that the level of recognition is impossible to be higher than the
level of chart trending at a certain date for a particular track and that each time the
track reemerges in the charts the forgetting procedure restarts from a new higher point
of recognition. Given the above, the track recognition level is defined as:
𝑝(𝑡),
𝑖𝑓 𝑟(𝑡 − 1) ≤ 𝑝(𝑡)
𝑟(𝑡) = {
(1
𝑐 ∙ 𝑟(𝑡 − 1) + − 𝑐) ∙ 𝑝(𝑡), 𝑜𝑡ℎ𝑒𝑟𝑤𝑖𝑠𝑒
where c is a reduction constant. As for the exponential reduction of the recognition
level, the second case in the latter expression can be also written as:
𝑝(0) ∙ 𝑐 𝑡 + (1 − 𝑐) ∙ ∑ 𝑐 𝑖−1 ∙ 𝑝(𝑡 − 𝑖 + 1)
𝑖

We set the reduction constant c to a value that ensures a yearly decrease of 10% for
the recognition level. Figure 8 exemplifies the chart trending level and the recognition
level of the track “Paradise” from “The Rasmus” in Finland over time. As we notice the
track had an estimated level of recognition around 42 when it was released, and it
gradually decreased to 37 after one year. We also present the top-10 of today’s most
recognized tracks in Sweden in Table 9 and the top-10 of today’s most recognized
tracks globally in Table 10, but these lists were created by considering only tracks that
were released at least 10 years back (or earlier). We introduce this filtering because
otherwise the most recognized tracks would be just the ones that currently reach the
first position at any chart. This issue is considered as an important shortcoming of the
proposed index and we plan to address it in the next iteration of our work. One possible
remedy would involve the incorporation of information from independent sources, e.g.
playlists or Wikipedia lists of iconic songs that should receive high recognition value
that is not discounted (or discounted very slowly) over time.

Figure 8 Chart trending level (red line) and recognition level (magenta) of the track “Paradise” from “The
Rasmus” in Finland over time.

9

https://uwaterloo.ca/campus-wellness/curve-forgetting
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track

artist

recognition level

1. Do They Know It's Christmas? - 1984 Version

Band Aid 20

67.1

2. Driving Home For Christmas

Chris Rea

66.4

3. White Christmas

Bing Crosby

66.2

4. Don't Stop Believin'

Journey

63.0

5. It's the Most Wonderful Time of the Year

Andy Williams

62.8

6. Sol, vind och vatten

Ted Gärdestad

53.7

7. 'Till I Collapse

Eminem

49.8

8. Someday At Christmas

Stevie Wonder

46.8

9. Pon de Replay

Rihanna

43.2

10. Fix You

Coldplay

39.8

Table 9 The top-10 recognized tracks in Sweden (tracks released at least 10 years back) based on Swedish
charts.

track

artist

recognition level

1. I Can Only Imagine

MercyMe

96.7

2. All I Want for Christmas Is You

Mariah Carey

94.4

3. A Holly Jolly Christmas - Single Version

Burl Ives

94.1

4. It's the Most Wonderful Time of the Year

Andy Williams

92.4

5. Joy to the World

Whitney Houston

90.6

6. Rudolph the Red-Nosed Reindeer

Gene Autry

86.6

7. White Christmas

Bing Crosby

85.6

8. Step Into Christmas

Elton John

83.6

9. Hips Don't Lie

Shakira

81.6

10. Mr. Brightside

The Killers

81.5

Table 10 The top-10 recognized tracks globally (tracks released at least 10 years back).

4.4

Implementation and integration of results

We have already proceeded with the implementation of the recognition model as a
module for recommendation of tracks based on recognition level. More precisely, by
applying the model presented in Section 4.3.2 in the 80 thousand tracks of PGM and
SYB, we were able to produce recognition values on a daily basis. However, we opted
to aggregate these values and keep only monthly values, as recognition levels for
tracks change quite smoothly according to the proposed model (Figure 8). When a
track does not appear in charts then the respective recognition level is equal to zero. In
such cases we do not include results in the database and return no recognition value
for these tracks.
Regarding popularity estimation, as the aggregation of different signals into a single
popularity score is work in progress, the corresponding popularity API endpoint that is
presented in the next subsection (Table 11) is currently under development.
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4.4.1 API definition
To expose the estimations and predictions of popularity and recognition, appropriate
REST API endpoints are under development. The base URL for the methods provided
by CERTH is http://futurepulse.iti.gr/api, which is secured either with HTTP basic auth10
or with token-based authentication11. In case of basic auth the following header must
be included in the request:
Authorization: Basic <base64 encoding of username:password>
At the current version, username and password used to generate the code send in the
headers can be provided by CERTH upon request. In case of token-based
authentication, the /access_token endpoint can be used to get an access token that
expires after an hour. This token can be used in the requests by adding the following
header:
Authorization: Bearer <access_token>
Given that estimations of recognition and popularity are referring to specific periods,
the endpoints foresee the appropriate parameter in order to retrieve data for specific
time points. In the same way, given that the estimation might be referring to different
countries, appropriate parameter values can be used to narrow down the results to
specific markets (countries). Table 11 contains the API methods to access track, track
recognition and track popularity.
Tracks Endpoint
Retrieve a list of tracks, currently in the platform
Method
GET
Path
/tracks
Parameters
page,
Parameters used for pagination of the tracks
num_per_page
q
Search for tracks based on their title
isrc
Retrieve a track based on ISRC
sort
Sort tracks according to a defined field e.g. title,
release date, etc. These fields ease navigation
in the tracks. Also, the tracks can be sorted by
popularity and recognition values.
order
ASC (ascending) or DESC (descending). Define
the order of the sorted tracks
sort_date
If popularity and recognition values are used for
sorting, this parameter can be specified in order
to use the popularity/recognition values in that
specific date (monthly-based). If the date is not
set, then the latest calculated values are used.
sort_country
If popularity and recognition values are used for
sorting, this parameter can be specified in order
to use the popularity/recognition values in that
specific country.
10

https://tools.ietf.org/html/rfc7235
These two mechanisms are temporary, as during the next stages of the project, the provided
APIs in conjunction with the centralized platform, will implement JSON Web Tokens
(https://jwt.io/) as the authentication mechanism.
11
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If not specified, the method retrieves word-wide
rankings.
Track Endpoint
Retrieve a specific track based on internal FuturePulse id
Method
GET
Path
/tracks/<track_id>
Parameters
track_id
The internal FuturePulse id of the track which
must be returned by the method
Recognition Endpoint
Retrieve recognition values for a track per month. Optionally, since, until dates and
country can be specified to restrict the results
Method
GET
Path
/tracks/<track_id>/recognition
Parameters
track_id
The internal FuturePulse id of the track for which
the method must return recognition values
since
Return recognition values since that date
(specified at month level)
Examples: ‘01/2018, ’01-2018’, ‘2018-01’, etc.
until
Return recognition values until that date (at
month level)
country
The country for which recognition must be
returned (ISO 3166-1)
Examples: uk, se, fr, etc.
{
Response
"id": 64424,
Example
"title": "All I Want for Christmas Is You",
"album_title": "Merry Christmas",
"artist_name": "Mariah Carey",
"country": "DK",
"recognition": [
{
"date": "Sun, 01 Apr 2018 00:00:00
"recognition": 79.75019
},
{
"date": "Thu, 01 Mar 2018 00:00:00
recognition": 80.46604
},
{
"date": "Thu, 01 Feb 2018 00:00:00
"recognition": 81.11814
},
{
"date": "Mon, 01 Jan 2018 00:00:00
"recognition": 81.84628
},
{
"date": "Fri, 01 Dec 2017 00:00:00
"recognition": 70.09249
},
{
"date": "Wed, 01 Nov 2017 00:00:00
"recognition": 13.94642
}
]

GMT",

GMT",

GMT",

GMT",

GMT",

GMT",

}
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Popularity Endpoint
Retrieve the current popularity value of a track.
Path
https://api.musimap.net/tracks/<track_id>/popularity
Parameters
track_id
The internal FuturePulse id of the track for
which the method must return popularity
values
since (optional)
Return popularity values since that date.
Example date format: ‘2018-01-12’.
If omitted, it delivers the most recent popularity.
until (optional)
Return popularity values until that date.
Example date format: ‘2018-02-24’.
{
Response
"id": 64424,
Example
"title": "All I Want for Christmas Is You",
"album_title": "Merry Christmas",
"artist_name": "Mariah Carey",
"country": "DK",
"popularity": [
{
"date": "Sun, 01 Apr 2018 00:00:00
"popularity ": 79.75019
},
{
"date": "Thu, 01 Mar 2018 00:00:00
"popularity": 80.46604
},
{
"date": "Thu, 01 Feb 2018 00:00:00
"popularity": 81.11814
},
{
"date": "Mon, 01 Jan 2018 00:00:00
"popularity": 81.84628
},
{
"date": "Fri, 01 Dec 2017 00:00:00
"popularity": 70.09249
},
{
"date": "Wed, 01 Nov 2017 00:00:00
"popularity": 13.94642
}
]

GMT",

GMT",

GMT",

GMT",

GMT",

GMT",

}
Table 11 API Endpoints to retrieve track information, alongside the produced recognition and popularity levels
for each track.

4.5

Conclusions and Future work

The main limitation of current work on popularity estimation pertains to the variety of
data sources used to build a track popularity model. During this first iteration of
development and testing, we only used the YouTube’s views as input to the popularity
model. Therefore, a future improvement will be to incorporate other signals (such as
YouTube likes, comments, Spotify popularity, Last.fm plays, and similar indicators from
other platforms) in a unified popularity model.
Another improvement, which is planned for year 2, will be to test more thoroughly other
architectures and parameters for the LSTM models. These experiments are time
consuming and need considerable GPU resources.
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Another possible way forward to enhance the models could be to leverage the content
similarity search capabilities of the MMAP engine to predict the popularity of a track by
taking into account the popularity history of similar tracks as an indicator for the future
popularity of a track.
Regarding recognition, this was the first iteration of our work for estimating track
recognition levels. The objective is to address certain issues and limitations in the next
development iteration. These include:



old tracks may be more recognized than many of today’s hits but this is
currently not reflected in the produced index;
all charts are currently handle in the same way; future work will differentiate
between the type of chart (e.g. Spotify vs Billboard) during model construction.
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5 Artist popularity
5.1

Problem description and requirements

At the artist level, there are two groups of requirements: the first is related to the
estimation and prediction of artist popularity (PGM #1, BN #5, BN #6), while the second
one targets the discovery of upcoming/trending artists (PGM #7, BN #8). During the
first year of FuturePulse several approaches have been tried to meet these
requirements and set a starting point for further improvements and updates.
According to requirement PGM #1, the future streams of an artist after a new release
should be forecasted at different digital streaming providers. Due to lack of historical
data for many new artists, the predictions should be produced for artist reference
groups (groups of similar artists). As we do not have these groups yet, in this first year,
we tried to predict streaming patterns at Spotify, directly for the artists, understanding
that this approach is feasible only for already established artists for which past data can
be obtained. The models used for that task, and the corresponding results are
presented in Sections 5.2.4 and 5.5.2 respectively. We also tried to predict the entry of
an artist in charts. Although this task is not directly linked with one of requirements, it
can be considered as a starting point for PGM #6, which requires the estimation of
impact of release day in track and artist success. In this first period we tried to predict
artist success, defined as chart entry, by using release dates as one of the input
features.
To meet requirement BN #5, a popularity score for an artist at a given genre, should be
produced. As the associated partner is BN, the produced scores should reflect artists’
popularity mainly on electronic music genres and subgenres. In the current stage of the
project, we tried to generate a global score for artists regardless of genre, using two
different approaches. The first one is based on signals derived from social media and
streaming platforms. The developed popularity score model is described in Section 5.3
and a first set of results are presented in Section 5.5.1. The second approach,
presented in Section 5.4, measures the popularity of artists by accounting the impact of
the venues where these artists have performed. The reason for that approach is that in
electronic music many artists are less known (e.g. emerging DJs) and social media and
streaming platform data are often missing or sparse. Therefore, to support BN #5 and
also BN #6 (popularity growth), we can incorporate additional sources such as eventdiscovery services12 that expose information about the venues these events take place.
For the implementation of requirement PGM #7, we need to identify trending artists.
Assuming that the defined popularity score, produced by social media and steaming
signals, reflects the real-world popularity of an artist at a specific time point, we could
use that information to detect artists exhibiting an emerging pattern in their current
popularity, compared to the prior one. In addition, to support the discovery of upcoming
artists in electronic music (BN #8) we use the venue-based approach that produces
popularity scores and upcoming artists in a joint and principled way.

12

Services and platforms like Resident Advisor, BandsInTown and Songkick will be considered
for the next stages of the project.
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Materials and methods

Here we present the data that we have already used, or we plan to use in our analysis
regarding artist popularity estimation and prediction. Also, the predictive modelling
techniques are briefly described.
5.2.1 Input data for popularity estimation
Currently, for each of the 2,383 PGM artists in our database we are collecting the
metrics depicted in Table 12 on a daily basis. An instance of the interface developed as
part of Requirement PGM #2 is depicted in Figure 9. More precisely, PGM #2 requires
the development of an interface for the comparison and visualization of metrics
collected for artists. As depicted in Figure 9, these metrics and their day-to-day change
are shown as timelines per artist in a separate widget. These metrics are then used to
feed the popularity estimation model described in section 5.3.
Source
Spotify artist

Metric
Followers
Popularity

Facebook page

Fan count

YouTube channel

Talking
about count
Views
Subscribers

Twitter account
SoundCloud
Deezer
Last.fm

Followers
Followers
Fans
Listeners
Plays

Description
Number of users following the artist on Spotify
Artist popularity score exposed by Spotify, based
on number of streams for artist’s tracks
Number of users that have liked the Facebook
page of the artist
Actual number of people who are engaged and
interact with the page in a 7-day period
Accumulated number of views of all videos in the
channel
Number of subscribers of artist’s YouTube
channel
Number of followers of the artist Twitter account
Number of artist followers on SoundCloud
Number of artist fans on Deezer
Number of unique artist listeners on Last.fm
Number of plays the tracks of an artist received

Table 12 Social media and streaming platform metrics collected for artists.
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Figure 9 Part of artist metrics collected by the FuturePulse platform. This screenshot depicts Spotify, Facebook
and YouTube metrics for “The Rasmus” band since May 2018.

5.2.2 Input data for streaming and chart position forecasting
For our experiments in the streaming forecasting task, we used Spotify Analytics to
acquire streaming patterns for a set of 542 artists of interest. To access Spotify
Analytics, we were granted the appropriate rights from PGM that represents these
artists. Consecutively, we collected for each artist the weekly number of streams since
2015 and considered this information as our first popularity proxy. From the set of 542
artists, 232 were selected for training and testing the models and the rest were
discarded due to the sparsity in their timeline data.
We also used a second dataset comprising 1,731 artists that have entered at least
once the Official Albums Sales Chart of United Kingdom (UK) from 01/03/2015 to
31/12/2017. We opted for these artists, as Official Albums was one of the first charts
included in the data collection module. For each artist, we obtain a timeline of the
corresponding chart position on a weekly basis and consider this information as our
second popularity proxy. As mentioned in Section 4.3.2, the chart position is ambiguous
as popularity index, thus we adopt the same transformation to address it.
Using the Web API13 provided by Spotify, we obtained all release dates for the albums
and singles in the same time period. This information is considered as an important
and possibly predictive factor for an artist's popularity. It is reasonable to expect that
models based on neural networks should capture the popularity patterns associated
with a release or when no release has taken place during the last period.
5.2.3 Venue data for popularity estimation and emerging artist discovery
To apply the approach of Section 5.4, for popularity estimation and emerging artist
discovery, we obtained event and venue data for the artists of interest. To this end, for
the evaluation of the proposed approach, we used the 542 PGM artists, mentioned in
the previous Section (5.2.2). For these artists, apart from their Spotify streaming data,
we identified their official Facebook pages, and next, using a two-step crawling
procedure, we collected the events published from these pages and the venues that

13

https://developer.spotify.com/web-api/
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these events took place14. For the experimental evaluation, we kept only artists that
have at least one performance since 2015 and also their Spotify listening pattern are
available for the same period. This resulted in 166 artists, performing in 1656 venues.
5.2.4 Predictive models
For fitting and forecasting a metric, such as Spotify streams or listeners, we used deep
neural network models. Specifically, we used Convolutional Neural Networks (CNN)
[LeCun et al. 2015] and Long Short-Term Memory networks (LSTM) [Hochreiter and
Schmidhuber 1997] with structures presented respectively in Figure 10a and Figure
10b. The corresponding model hyper-parameters were selected after empirical testing
and are different from the once selected for the track popularity prediction task as the
data are of different nature and size.
The CNN has an input convolutional layer followed by another convolutional layer, then
a max pooling layer and another convolutional layer, and finally, a fully connected unit
outputs the prediction for the subsequent time step. For the convolutional layers 12
filters of length 4 are estimated. The LSTM network has an input layer comprising 60
LSTM units followed by a fully connected layer of 60 units and finally one fully
connected unit outputs the prediction. We did not use deeper architectures because
the number of the corresponding network parameters compared with the size of
available data would result in overfitting or even lack of convergence during training.

(a)

(b)
Figure 10 Neural network structures: (a) past weeks’ Spotify stream volumes are provided as input to the
network, 12 filters are applied on the data in the first and second 1-dimensional convolutional layer, then a max
pooling and another convolutional layer are employed and finally, a fully connected layer outputs the predicted
value. (b) Past weeks’ Spotify stream volumes are provided as input to the network, a layer of LSTM units is
employed followed by a fully connected layer and finally, a fully connected layer outputs the predicted value.

14

Note that after the recent changes on Facebook API, access to the events endpoint is no
longer supported. Therefore other sources will be considered for that type of information.
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The neural networks are fed either with past values of the Spotify streams or with chartrelated timelines and they predict the subsequent future value. In other words, given
the past streams of an artist or their appearance in charts, we aim to forecast
streaming activity or detect future chart appearance. In a second approach the
networks' input vector comprises also past and present values of the sparse timeline of
the album/single release dates, of which the values are either 0, if the artist did not
release an album/single during that week, or 1, if the artist released an album/single
during that week. More specifically, the input vector in both CNN and LSTM structures
comprises 60 past values15 from the Spotify streams or chart-related timeline. For the
second approach, 10 past values plus the present value at time t (i.e. 2.5 months16) of
the sparse album release timeline and 10 past values plus the present value at time t of
the sparse single release timeline are also incorporated into the input vector. Note that
as the related requirement is the forecasting of streaming activity, in the next steps we
plan to integrate these models into a single model, that uses past streams and chart
data, alongside additional sources to predict future activity in DSPs such as Spotify.
For evaluating the model performance on the regression problem, we use the
normalized root mean squared error (NRMSE) index:
1
∑𝑡(𝑥𝑡 − 𝑥̂𝑡 )2
𝑛
√
𝑁𝑅𝑀𝑆𝐸 =
1
∑ (𝑥
)2
𝑛 𝑡 𝑡 − 𝑥̅
where 𝑥𝑡 is the actual value for time t, 𝑥̂𝑡 is the predicted value for time t and 𝑥̅ is the
estimated mean over the training set. An NRMSE value of 0 indicates a perfect
regression, while 1 indicates a model performance equivalent to that of predicting the
constant average. As a global average over all artists we use the median NRMSE in
order to avoid effects caused by the outliers.
For the chart-related popularity index, that has a sparse spiky timeline, NRMSE is not
an appropriate evaluation measure. Thus, we consider a classification task with
corresponding classes: the artist holds a position in the chart (positive class), the artist
does not hold a position in the chart (negative). Namely, if the model predicts a positive
value it indicates that the artist entered the chart, otherwise it indicates that the artist
does not hold a position in the chart. We use as evaluator of the models, the True
Positive Rate (TPR) and the True Negative Rate (TNR) of their classification:

5.3

𝑇𝑃𝑅 =

𝑡𝑟𝑢𝑒 𝑝𝑜𝑠𝑖𝑡𝑖𝑣𝑒
𝑝𝑜𝑠𝑖𝑡𝑖𝑣𝑒

𝑇𝑁𝑅 =

𝑡𝑟𝑢𝑒 𝑛𝑒𝑔𝑎𝑡𝑖𝑣𝑒
𝑛𝑒𝑔𝑎𝑡𝑖𝑣𝑒

Artist popularity score

Here we present different approaches with regard to the multi-input popularity score for
artists in the context of the FuturePulse platform. This composite popularity score takes
15

More than one year in order to estimate yearly seasonal components, if they exist. Also,
higher values were tested with equivalent results, thus we selected the latter value in order to
avoid unnecessary complexity.
16
The selected time segment is considerably smaller than the one used for the streams timeline
because album releases are considered to have short-term correlations with the popularity of an
artist. Also, the present time step t inclusion in the input vector improved the results due to the
fact that the album releases cause spikes in the week of the release.
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into account the popularity of each artist at each platform through the metrics offered
by each platform. The corresponding input data from multiple social media and
streaming platforms were described in Section 5.2.1. We use the following notation:
-

t is time
a is the artist
M is the metrics set (YouTube views, Spotify streams, Facebook fans, etc.)
m is the metric
Va,m(t) is the value of metric m regarding artist a at time t
pa(t) is the popularity of artist a at time t

A first approach for the artist popularity score formation is to rescale the data of each
metric to [0,100] with respect to the maximum metric value over all artists and
consequently to compute the average over all metrics, namely:

𝑝𝑎 (𝑡) =

1
∑ 𝑉𝑎,𝑚 (𝑡)
|𝑀|
𝑚∈𝑀

This approach is likely to push popularity values close to its limit values, on account of
the huge difference between the most popular and the least popular artists.
To address this issue, we devised a second approach for the artist popularity score
formation, where the raw data are first log-transformed, then rescaled to [0,100] and
finally aggregated in the same manner as in the first approach.
Our third approach is based on the assumption that the notion we are trying to
capture is the probability of an artist to be followed on Twitter, talked about on
Facebook, viewed on YouTube, streamed on Spotify, etc. To this end, we employ a
linear combination of non-linearly estimated probabilities that correspond to each
metric. The individual probabilities are calculated by the logistic function and the score
is formed as:

𝑝𝑎 (𝑡) =

1
1
∑
̅̅̅̅̅̅̅̅
|𝑀|
1 + 𝑒 −𝜃∙(𝑉𝑎,𝑚 (𝑡)−𝑉𝑚(𝑡))
𝑚∈𝑀

where ̅̅̅̅̅̅̅
𝑉𝑚 (𝑡) is the average metric value over all artists. Finally, the popularities are
rescaled to [0, 100]. In the next section we present, compare and discuss the
corresponding scores and rankings of our dataset artists based on these three
approaches.

5.4

Artist popularity and emerging artist discovery using venue impact

A complementary way to define artist popularity is by means of their live performances
and in particular using the list of venues where they perform as an indication of how
popular an artist is (assuming that certain venues offer higher exposure compared to
others). Artists and venues can be organized into a bipartite graph, where links exist
only between venues and performing artists. To extract graph-related features, we
utilize bipartite graph ranking methods. In particular, we propose VenueRank
[Krasanakis et al. 2018], an unsupervised graph ranking algorithm that assigns ranks
on nodes based on their importance within the bipartite graph structure. VenueRank
has been found to produce high quality ranks (65%-70% spearman correlation with
ground truth) for venue popularity and exposure, as well as artist popularity.
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We then use ranks derived from VenueRank to produce features that can be used for
predicting emerging and popular artists. We define 𝑅𝑌 (𝑁) as the rank assigned by
VenueRank to node 𝑁 using only events up to year 𝑌, 𝐿𝑌 (𝐴) as the number of listeners
in year 𝑌 and 𝐼𝑌+1 (𝐴) = 𝐿𝑌+1 (𝐴)/𝐿𝑌 (𝐴) − 1 as the percentage increment of the number
of listeners of artist 𝐴 in the next year 𝑌 + 1 compared to year 𝑌. Predicting emerging
artists consists of predicting the quantities 𝐼𝑌+1 of year 𝑌 + 1 using 𝑅𝑦 and 𝐼𝑦 of the
current and previous years 𝑦 ≤ 𝑌. Predicting artist popularity consists of predicting the
quantities log 𝐿𝑌+1 of year 𝑌 + 1 using 𝑅𝑦 and log 𝐿𝑦 of the current and previous years
𝑦 ≤ 𝑌 (we employ a log transformation to account for varying orders of magnitude in
artist popularity).
5.4.1 Unsupervised Criteria
To rank emerging artists, we first explored the hypothesis that artists with previously
small audiences who then performed in high-exposure venues are expected to see a
rise in popularity in the near future. More precisely, emerging artists 𝐴 could be ranked
based on the quantity:
𝑚𝑒𝑎𝑛(𝑅𝑌 (𝑉): 𝐴 ∈ 𝑉)
𝑅𝑌−1 (𝐴)
where 𝐴 ∈ 𝑉 indicates that artist A has performed in venue V.
Using this quantity as a ranking criterion for identifying high percentages of listeners
increment, we were able to identify 7 of the top 30 (in terms of listener growth) out of
the 166 available artists for the year 2018 (𝐼2018).
For identifying the most listened-to artists, it is possible to directly utilize VenueRank
ranks 𝑅𝑌 (𝐴) as indicators of artist popularity. Using those ranks, we were able to
identify 12 of the top 30 most listened-to artists of 2018 (𝐿2018 ).
5.4.2 Supervised Prediction
If the number of listeners and the artist-venue graph are available for the last three
years, we can improve the above unsupervised criteria by setting up a less heuristic
model for combining high-level features obtained from available VenueRank ranks. To
this end, for each artist 𝐴, we summarize their activities in the last two years in the
following feature set 𝐹𝑌 (𝐴):
-

𝑚𝑒𝑎𝑛(𝑅𝑌 (𝑉): 𝐴 𝑝𝑒𝑟𝑓𝑜𝑟𝑚𝑒𝑑 𝑖𝑛 𝑉)
𝑚𝑒𝑎𝑛(𝑅𝑌−1 (𝑉): 𝐴 𝑝𝑒𝑟𝑓𝑜𝑟𝑚𝑒𝑑 𝑖𝑛 𝑉)
𝑠𝑢𝑚(𝑅𝑌 (𝑉): 𝐴 𝑝𝑒𝑟𝑓𝑜𝑟𝑚𝑒𝑑 𝑖𝑛 𝑉)
𝑠𝑢𝑚(𝑅𝑌−1 (𝑉): 𝐴 𝑝𝑒𝑟𝑓𝑜𝑟𝑚𝑒𝑑 𝑖𝑛 𝑉)
𝑅𝑌 (𝐴)
𝑅𝑌−1 (𝐴)

We can then train a classifier 𝐶𝐼𝑌−1 using the feature set of the two previous years for
estimating this year’s percentage increment in listeners as 𝐼𝑌 (𝐴) ≈ 𝐶𝐼𝑌−1 (𝐹𝑌−1 (𝐴)).
After training this classifier, we then predict the percentage increment of listeners in the
next year as 𝐼𝑌+1 (𝐴) ≈ 𝐶𝐼𝑌−1 (𝐹𝑌 (𝐴)). Similarly, we can train a classifier 𝐶𝐿𝑌−1 using the
same feature set for estimating log 𝐿𝑌 (𝐴) ≈ 𝐶𝐼𝑌−1 (log 𝐿𝑌−1 (𝐴)) and then predicting
log 𝐿𝑌+1 (𝐴) ≈ 𝐶𝐼𝑌−1 (log 𝐿𝑌 (𝐴)).
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We select Support Vector Machines for Regression (SVR) as the classifier of choice,
since they yielded better results compared to Linear Regression and Neural Network
schemes17.

5.5

Experimental evaluation

5.5.1 Artist popularity based on social media and streaming platform signals
This section presents the evaluation of the popularity score described in Section 5.3.
Figure 11 presents the global popularity level of two artists, “The Rasmus” and
“WYOMI”, from 2018-05-22 to 2018-07-19 according to three different estimation
approaches. It appears that the simple linear combination of individual metric
popularities pushes artist popularity to low values and also artists with big difference in
terms of metrics (e.g. in terms of YouTube views or Spotify followers alone) tend to
receive close values. The second estimation approach (log-transformation) gives a
more intuitive interpretation of the artist popularity level, with higher values for both
artists and sufficient difference between them. Finally, the third estimation approach
results in higher values for both artists but not in a sufficient difference between them.
Therefore, the Log transformation is considered the most appropriate approach for the
artist popularity measure to be adopted for integration in the FuturePulse platform.

(a)

(b)

Figure 11 Popularity over time as computed with three different approaches.

We also present three global artist rankings, using the FuturePulse dataset of Section
5.2.1, that correspond to each estimation approach in Table 13. Despite the fact that
the range of values for each approach is different, the three artist rankings are similar.
To evaluate the rank similarities, we employed Spearman’s correlation which resulted
0.71 (p-value=0.0) for Linear – Log rank correlation, 0.45 (p-value0.0) for Probabilistic
– Log rank correlation and 0.09 (p-value=1.8810-6) for Linear – Probabilistic rank
correlation18.

17

The SVR classifier could predict 19 out of the top 30 emerging artists in 2017 and 21 out of
the top 30 artists in 2018 using the feature sets 𝐹2016 and 𝐹2017 to predict 𝐼2017 and 𝐼2018
respectively. These results demonstrate a high quality of the feature set 𝐹𝑌 for reconstructing the
ground truth.
18

All Spearman rank correlation values are statistically significant, rejecting the null hypothesis
of non-correlated rankings even with the Bonferroni correction for multiple comparisons.
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Linear

Log

Probabilistic

1

Karen

91.73

Noel Gallagher's 93.92
High Flying Birds

Marilyn Manson

95.20

2

Oasis

75.00

Nancy

93.03

Nancy

94.90

3

Noel Gallagher's 72.90
High Flying Birds

Marilyn Manson

91.97

Noel Gallagher's 90.74
High Flying Birds

4

Ken Ring

43.22

Are

90.65

Oasis

87.34

5

Nancy

42.90

Koop

87.59

Are

83.64

6

Ali

38.08

Roni Aaron

85.46

Koop

76.89

7

Mikael Gabriel

35.96

London MC

83.62

Ali

76.71

8

Stereophonics

33.29

Sona

82.96

Katie Melua

76.03

9

New David

31.54

Royal Family

82.31

Jones

75.60

10 José González

31.17

Ali

82.21

Ken Ring

74.14

11

Katie Melua

30.13

Mikael Gabriel

81.49

Mikael Gabriel

73.94

12 Marilyn Manson

30.05

José González

80.87

Jack Scott

73.09

13 Uno
Svenningsson

28.76

Katie Melua

79.81

Agnes

72.04

14 Jones

28.45

Oasis

79.58

The Rasmus

70.51

15 The Rasmus

26.24

Ken Ring

79.55

Stereophonics

69.80

16 Agnes

26.11

Agnes

79.50

1N

68.59

17 Björn Skifs

25.87

MCP

78.87

Sona

68.13

18 Zeki

24.70

Stereophonics

78.71

Karen

68.04

19 Søren Poppe

23.85

The Rasmus

78.19

José González

68.04

20 Sara

23.07

Danae

77.24

MCP

67.16

Table 13 Artist ranking in terms of three approaches. The first column is the rank, the second presents the
ranked artists and popularity scores according to the linear combination approach, and the next two pairs of
columns present the rankings and scores for the log transformation and the probabilistic approaches.

5.5.2 Forecasting of streaming patterns
In this subsection we present preliminary experimental results on forecasting a)
streaming patterns of artists in Spotify and b) entry of an artist in a chart. First, the
results regarding the Spotify stream volume timeline regression are presented. We
employed two deep learning models, one Convolutional Neural Network (CNN) and
one Long Short-Term Memory network (LSTM), for regression and prediction purposes.
We also consider as a state-of-the-art competing method, the Prophet model, already
described in Section 4.2.4. All considered models support event information regarding
important dates, such as album and single releases. We consider two cases regarding
the input vector. In the first case, the input vector contains information only from the
past Spotify stream volume and in the second case the input vector contains
additionally information from the sparse timeline of the album/single release dates. We
also consider four different prediction period lengths T=12, 8, 4, 1 week(s).
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(b)

Figure 12 Predictions by the CNN for the artist "Joakim Molitor", for different input vectors and for 12 weeks
ahead prediction. (a) Input vector without album/single release information, NRMSE=0.26. (b) Input vector with
album/single release information, NRMSE=0.19.

model
input
Spotify streams
Spotify streams +
album/single release info

CNN LSTM

Prophet

0.71

0.69

0.834

0.67

0.68

0.836

Table 14 Prediction performance of the models in terms of median NRMSE, for prediction period length T=12
weeks and different input vector. The bold values indicate the input vector associated with the best
performance for each model.

Figure 12 presents the predictions by the CNN model for the Spotify stream volume of
the artist “Joakim Molitor”. In the left panel the presented prediction refers to the first
case and in the right panel the presented prediction refers to the second, regarding the
input vector. There is an obvious increase of the model performance that is also
depicted by the NRMSE relative difference of 26.9%. The average performance of all
models (CNN, LSTM and Prophet) for the two cases, over all artists, is presented in
Table 14. The same conclusion, that the album/single release dates information
enhances the stream volume forecasts, emerges from the average results of the CNN
and LSTM models, as well. Also, both deep learning techniques seem to outperform
Prophet on average, irrespective of the input vector case. A plausible explanation for
this is that Prophet is a continuous function with seasonal components that produces a
smooth signal, while there are time series in our dataset that deviate significantly from
this model, in at least three ways:
-

time series with spikes
time series with steep increase or decrease
time series without a seasonal component (Prophet is forced to estimate one).

Figure 13 presents the predictions by the LSTM model for the Spotify stream volume of
the artist “Sara Varga”. The two panels refer to prediction period lengths of 12 and 1
week respectively. As expected, the prediction error increases with T. Table 15
presents the average performance of all models (CNN, LSTM and Prophet) for the four
prediction period lengths T, over all artists. As shown, the average prediction error is
significantly decreased as the length of the prediction period is decreased, a fact that
holds for all models. Also, although Prophet for T=12 exhibits worse performance than
the deep learning models, all three models exhibit similar performance in terms of
median NRMSE as the length of the prediction period T decreases.
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model

CNN

LSTM

Prophet

12 weeks

0.67

0.68

0.83

8 weeks

0.64

0.66

0.79

4 weeks

0.62

0.63

0.70

1 week

0.53

0.55

0.55
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T

Table 15 Prediction performance of the models in terms of median NRMSE, for different prediction period
lengths T. The best performing version of each model (according to Table 14) is used.

(a)

(b)

Figure 13 Predictions by the LSTM network for the artist “Sara Varga”, for different prediction period lengths T.
(a) T=12 weeks, NRMSE=0.49. (b) T=1 week, NRMSE=0.26.

Figure 14 illustrates the predictions by the Prophet model for the Spotify stream volume
of the artists “Drengene Fra Angora” and “Benal”. In the left panel where the signal
contains an obvious seasonal component Prophet achieves a very small prediction
error with NRMSE=0.56. This behaviour is expected for Prophet that contains an
estimator for seasonal components. However, its performance is significantly reduced
when the signal in the training part contains steep variations, such as those in the
timeline of Spotify stream volume of artist “Benal” in Figure 14b.
Next, we present the results on the chart-related classification task. For this task we
employ only the CNN and LSTM predictive models, since chart-related data have a
sparse nature that makes Prophet inappropriate for the prediction of their evolution.

(a)

(b)

Figure 14 Predictions by Prophet for the artists (a) “Drengene Fra Angora” NRMSE=0.56 and (b) “Benal”
NRMSE=1.08.
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Table 16 shows the classification performance, in terms of TPR and TNR, of the
predictive models for the two cases regarding the input vector. A remarkable increase
of the TNR is observed for the CNN model when the album release information is
introduced, while the TPR remains at a high level. This fact indicates that the
incorporation of album release dates in the input vector makes the CNN learn to
identify correctly the cases where an artist does not enter the chart. Instead, an
increase of the TPR is observed for the LSTM model when the album release
information is introduced, while the TNR remains at a high level. This fact indicates that
the incorporation of album release dates in the input vector makes the LSTM learn to
identify correctly the cases where an artist enters the chart.
model

CNN

LSTM

TPR=0.94
TNR=0.08
TPR=0.67
TNR=0.86

TPR=0.15
TNR=0.89
TPR=0.68
TNR=0.85

input
Chart-related score
Chart-related score +
album/single info

Table 16 Classification TPR and TNR of the models, for prediction period length T=12 weeks and different input
vector.

In Figure 15, the prediction by LSTM for the artist “Anarchy Arias” is presented. It is
remarkable that the prediction matches exactly the week that the artist enters the chart.
Also, one false indication is provided by the model, right the next week, but most of the
predictions are correct, resulting in a TPR=1.0 and a TNR=0.96.

Figure 15 Predictions by LSTM for the artist “Anarchy Arias” with accuracy = 0:96.

5.5.3 Artist popularity and emerging artist discovery
Based on the method presented in Section 5.4.1, we were able to use an SVR
classifier trained on predicting the percentage increment of listeners in 2017 using the
feature set obtained from running VenueRank on the years 2015 and 2016, to rank
emerging artists of 2018 based on the feature set obtained from running VenueRank on
the years 2016 and 2017 (see Figure 16) The resulting ranks correctly identified 11 of
the top 30 percentage listener increment artists of 2018 (𝐼2018 – see Table 17), which is
a considerable improvement compared to the previous heuristic unsupervised criteria
that identifies only 7 of them.
Grant Agreement Number: 761634 – FuturePulse – H2020-ICT-2016-2/ICT-19

Funded by the
European Commission

Multimodal Predictive Analytics and Recommendation Services for the Music Industry

46

Figure 16 Prediction scheme for percentage increment of artist listeners.

Similarly, for the setting of Section 5.4.2, we were able to use an SVR classifier trained
on predicting the listeners up to 2017 using the same feature set obtained from running
VenueRank on the years 2016 and 2017 (see Figure 17).The resulting ranks were able
to correctly identify 13 of the top 30 artists with the most listeners of 2018 (𝐿2018 – see
Table 17). This time, the improvement compared to unsupervised criteria was marginal,
with only one additional top artist being discovered in the top 30.

Figure 17 Prediction scheme for the number of artist listeners

Grant Agreement Number: 761634 – FuturePulse – H2020-ICT-2016-2/ICT-19

Funded by the
European Commission

47

Multimodal Predictive Analytics and Recommendation Services for the Music Industry

In Table 17, we can see that there exists a relatively high overlap between discovered
top growing artists (i.e. artists with a high listener percentage increase) and artists with
the most listeners. To focus exclusively on discovering lesser-known emerging artists,
we can also exclude from the top growing artist list the top X artists by number of
listeners. In real-life settings, X can be adjusted based on business needs. For a
selection of X=30, our setting manages to predict 8 of the top 30 emerging artists of
2018.

1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18
19
20
21
22
23
24
25
26
27
28
29
30

Top Listener Growth (𝑰𝟐𝟎𝟏𝟖 )

Most Listeners (𝑳𝟐𝟎𝟏𝟖 )

Emerging (X=30)

Hästpojken
Uno Svenningsson
Slowgold
Amberian Dawn
The Rasmus
Anna David
Mikas
Promise and the Monster
Jakob Ogawa
Patrik Isaksson
Dxxxa D
Temper
Oasis
Nicole Sabouné
Hängslena Brinner
Anne Linnet
Lena Willemark
Sepi Kumpulainen Duo
Katinka
Ken Ring
Tuoni
Jeanette Lindström
Jenny Wilson
Artymove
Di Leva
Dr Alban Official
Ale Möller Band
Peter JÖback
Bengan Janson
Brothers of End

Ken Ring
Dr Alban Official
Peter JÖback
Rasmus Walter
Erato
Slowgold
Anne Linnet
Hurricane Love
Uno Svenningsson
Hampus Carlsson
Katinka
Smith & Thell
Hästpojken
Promise and the Monster
Orup
Anna David
Min Stora Sorg
Uniklubi Official
Oasis
Englando
Margaret Berger
Jakob Ogawa
The Francine
Silkinpehmee
Melpo Mene
The Rasmus
Figurines
Sere
Phoenix Effect
NOFORKS

Nicole Sabouné
Mikas
Jonny Hefty & Jøden
John Lundvik
Lord Est
Lena Philipsson
Johan Alander
Temper2
Jenny Wilson
Hängslena Brinner
Di Leva
Artymove
Jouni Aslak
Dxxxa D
Teitur
Brothers of End
Linkoban
Regeringen
Ronni Le Tekrø
Ale Möller Band
Ammunition
Jade Ell
Mike Bell & The Belltones
Cody
Viktor Olsson
Marjo Leinonen HuffnPuff
The Coral
The Savage Rose
Theresa Andersson
Danni Toma

Table 17: Top 30 discovered artist predicted for 2018. Those in the actual top 30 are shown in bold.
The top 10 predictions of our system are very accurate in all settings.

5.6

Implementation and integration of results

Based on the conclusion drawn from the experiments of Section 5.5, we opted to
integrate the artist popularity produced by social media and streaming platforms, as
well as the trending artists produced by the venue-based artist ranking approach.
Regarding artist popularity, we update the scores daily as we collect metrics on a daily
basis. Therefore, by requesting the popularity of a specific artist, we get a list of values
per day. These values can be refined by setting specific since/until dates. However, as
we are also interested in long-term popularity, we plan to adapt the model accordingly,
to calculate popularity at different granularity e.g. weekly, monthly or annually. In order
to get the artists in our database ordered by popularity, we can use the calculated
popularity as a sorting parameter in the corresponding artists endpoints.
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In case of trending artists, the first results we expose in the API, have been produced
and evaluated for a limited set of artists based on an underlying venue-artist graph. In
addition, given the sparsity of data for these artists, we were able to produce annual
rankings. As we currently do not have access to Facebook event resources19, we plan
to proceed with the use of alternative sources, such as Resident Advisor in order to run
the proposed method for a more extended list of artists. This way, we will able to
recommend emerging artists at different granularities e.g. at a quarterly basis.
5.6.1 API definition
To expose popularity information at artist level, as well as emerging artists, we
implemented the appropriate endpoints presented in Table 18. The artists endpoint
exposes popularity as a sorting parameter. In that way, artists can be retrieved by their
popularity at specific dates and countries. We also support the retrieval of popularity
timelines for artists in a specified time range. In addition, emerging artists produced by
the method presented in Section 5.4 can be retrieved by a separate method.
Artists Endpoint
Retrieve a list of artists, currently in the platform
Method
GET
Path
/artists
Parameters
page,
Parameters used for pagination of the artists
num_per_page
q
Searching for artists based on their name
genre
Retrieve artists related to a specific genre
sort
Sort artists according to specified field. Among
other fields, sort by popularity is also supported.
order
ASC or DESC. Specify order of the sorted list
sort_date
If popularity is used for sorting, this parameter
can be specified to use artist popularity in that
specific date. If the date is not set, then the
latest calculated value is used.
sort_country
If popularity is used for sorting, this parameter
can be used to consider popularity in that
specific country (not supported yet).
Artist Endpoint
Retrieve a specific artist based on internal FuturePulse id
Method
GET
Path
/artists/<artist_id>
Parameters
artist _id
The internal FuturePulse id of the artist which
must be returned by the method
Artist Popularity Endpoint
Retrieve popularity values for an artist in a specific since/until range.
Method
GET
Path
/artists/<artist_id>/popularity
Parameters
artist _id
The internal FuturePulse id of the artist for which
the method must return popularity values
19

See related Facebook announcement (April 2018):
https://developers.facebook.com/blog/post/2018/04/04/facebook-api-platform-product-changes/
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since

Return popularity values since that date (at
month level)
Examples: ‘01/2018, ’01-2018’, ‘2018-01’, etc.
Return popularity values until that date

until
Response
Example

49

{
"artist_id": "47",
"artist_name": "The Rasmus",
"popularities": [
{
"date": "Sun, 01 Jul 2018 00:00:00 GMT",
"popularity": 74.508
},
{
"date": "Mon, 02 Jul 2018 00:00:00 GMT",
"popularity": 74.233
},
{
"date": "Tue, 03 Jul 2018 00:00:00 GMT",
"popularity": 73.971
},
{
"date": "Wed, 04 Jul 2018 00:00:00 GMT",
"popularity": 73.589
},
{
"date": "Thu, 05 Jul 2018 00:00:00 GMT",
"popularity": 73.550
},
{
"date": "Fri, 06 Jul 2018 00:00:00 GMT",
"popularity": 73.495
},
{
"date": "Sat, 07 Jul 2018 00:00:00 GMT",
"popularity": 73.530
}
],
"since": "Sun, 01 Jul 2018 00:00:00 GMT",
"until": "Sat, 07 Jul 2018 00:00:00 GMT"
}

Emerging Artists Endpoint
Method
GET
Path
/artists/trending
Parameters
date
Time period for which to return emerging artists
(currently only yearly results are provided)
e.g. date=2017
country
Emerging artists per country
e.g. country=se
(not supported yet)
genre
Emerging artists per genre
e.g. genre=edm
(not supported yet)
n
Number of emerging artists to be returned
{
Response
"date": 2017,
example
"artists": [
{
"id": 861,
"name": "Nicole Sabouné"
},
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{
"id": 244,
"name": "Mikas"
},
{
"id": 977,
"name": "Jonny Hefty & Jøden"
},
….
]
}
Table 18 API endpoints to retrieve artist resources, artist popularity and emerging artists.
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6 Genre popularity
6.1

Problem description and requirements

This section presents the music genre popularity estimation and prediction problem
and the results of our work in this area.
All three use cases require to some extent an estimate of genre popularity, yet with
notable differences among them. SYB #15 requires the estimation of music genre
popularity per market, and if possible per age group and genres. This popularity scores
can then be used by SYB to recommend music based on how popular the associated
genre is. On the other hand, PGM #5 requires the estimation of trendiness of genres in
addition to popularity but also to identify possible correlations among different markets,
and how one market affects the trend of a genre in another (Section 6.6). BN #9
requires estimating and forecasting both short and long-term popularity of genres, but
for a different and more complex set of genres/subgenres related to electronic music.
To support SYB #15 we investigated two approaches that use different sources as
proxies of genre popularity: a) the frequency of appearance in music charts and b)
popularity index of Google Trends. To identify trending genres, as required by PGM #5,
we also calculate a Year-over-Year change of both of these popularity proxies.

6.2

Materials and methods

6.2.1 Genre lists
All the tracks and artists included in the chart data collected by FuturePulse, are
annotated with Spotify genres, resulting in a total of 1306 Spotify genres. Also, PGM
and SYB provided a list comprising 60 genres of interest. A mapping between these
two genre lists has also been generated in order to calculate chart appearances of the
genres in the joint list, given that tracks and artists appearing in the charts are
annotated with Spotify genres. BN provided a two-level taxonomy of electronic music
genres and sub-genres. A mapping to Spotify genres was also produced; however, this
task was not possible for some sub-genres as these were too specific and do not
appear in Spotify.
6.2.2 Input data for popularity estimation and forecasting
Chart data are used for the estimation of genre popularity per market and globally. As a
first step, we discarded manually from our analysis all the genre-specific charts since
those would introduce bias in favor of the corresponding genres. Therefore, from the
276 charts that we currently monitor, only 64 are considered for the genre popularity
task. Especially for global genre popularity, 7 worldwide charts as well as 26 from the
United States and 31 from Great Britain are used. Out of a total of 64 charts 55 are
weekly, 7 are daily and 2 are yearly, 3 of them rank artists, 25 rank albums, 11 rank
singles, one ranks compilations and 24 rank tracks.
The input variable is the amount of entries Cg in all the input charts, associated with
each Spotify genre g in a time period. In our experiments we defined two different
periods: 01/07/2016 to 30/06/2017 and 01/07/2017 to 30/06/2018. We rank the PGMSYB music genres based on the frequency of their appearance in worldwide, USA or
Great Britain charts with respect to the proposed popularity score (explained in Section
6.3.1).
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We also use per market and global Google Trends data, for the ranking of 6520 genres
from the PGM-SYB joint list. We compare the genres using the mean Google Trends
value within each of the two aforementioned periods 01/07/2016 to 30/06/2017 and
01/07/2017 to 30/06/2018.
Finally, we combine these two sources of popularity in an integrated genre popularity
score in order to rank the PGM-SYB genres, per market and globally. This is achieved
by means of a mapping taxonomy based on co-occurrences of genres associated with
artists by Spotify.

6.3

Popularity score

Here we present the two approaches of genre popularity estimation investigated during
this period, the chart-based and Google Trends approach respectively.
6.3.1 Chart-based popularity score
For the chart-based popularity, we first log-transform the count data Cg for a specific
time period and then calculate the proportion of each genre g in the charts in this
period by dividing by the sum of the log-transformed counts:
log(𝐶𝑔 )
∑𝑔 log(𝐶𝑔 )
Consequently, these fractions are passed as input to the logistic function:
1
1 + 𝑒 −𝑥
The chart-based popularity is computed after rescaling the latter values to [0,100],
where 100 corresponds to the maximum popularity among the considered genres.
We also generated chart-based genre popularity timelines per country that illustrate the
patterns of genre popularity along time from 2000 until today for each country and also
globally. For a specific music genre, in each time point popularity is based on the total
number of occurrences of this music genre in charts of a corresponding country during
the past 3 weeks.
6.3.2 Genre popularity score based on Google Trends
As for the genre popularity deriving from Google Trends, we deployed a monitoring
process to obtain ranked data. Google Trends gives the option to compare up to 5
search terms’ timelines, and we download pairs of timelines that correspond to pairs of
different genre names in a chain manner that finally produces the desired ranked data.
This procedure was necessary because when someone requests the Google Trends of
a single genre, this is always normalized to the interval 0-100, where the maximum
timeline value refers to the genre’s maximum Google search interest in the specified
period. The Google Trends popularity is defined as the mean value within a period of
time e.g. 01/07/2016 to 30/06/2017 or 01/07/2017 to 30/06/2018.

20

The SYB/PGM joint list consists of 60 genres, however some of them are combinations of
genres e.g. rockabilly/psychobilly than cannot be found in Google Trends. In such cases we split
the genres in two parts, resulting in 65 genres.
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6.4

Estimation and recommendations

Table 19 presents a ranking (with respect to 2018 popularity) based on the chart-based
popularity of PGM-SYB genres. The first column contains the genre name, the second
and third column present the popularity index for 2017 and 2018 period respectively
and the final column presents the Year-over-Year (YoY) change percentage, where YoY
for each genre is explicitly defined as:
𝑌𝑜𝑌𝑔 = 100 ∙

𝑝(2018) − 𝑝(2017)
%
𝑝(2017)

In the same way as YoY, we can calculate percentage change for other meaningful
time periods. These metrics can then be used to support many pilot use cases. For
example, for the generation of playlists of background music by the SYB pilot, this
information can be used among other signals for the inclusion of tracks from already
popular or emerging genres in a country. In a similar manner, recommendation of
emerging genres per market can be used by the PGM pilot for the allocation of budget
in different countries and the signing of contracts with artists related to these genres.
The most trending PGM-SYB genres (regardless of their share among all music
genres) are lounge, Christmas and rockabilly/psychobilly with 87%, 71% and 49% YoY
change respectively, while the ones with the biggest share are pop, hiphop and
dance/edm with 100, 89 and 84 popularity score respectively.
music genre

popularity 2017

popularity 2018

YoY

1. pop

92.95

100.00

7.59%

2. hiphop

73.98

89.00

20.30%

3. dance/edm

69.35

83.62

20.58%

4. rock

67.90

81.52

20.06%

5. r&b

63.70

76.68

20.36%

6. latin

51.70

75.97

46.94%

7. country

54.02

65.23

20.76%

8. house

44.67

63.35

41.81%

9. Christmas

29.31

50.06

70.79%

10. hard rock

37.49

45.76

22.06%

11. lounge

23.44

43.83

87.02%

12. electronic

25.91

29.75

14.82%

13. singer-songwriter

29.82

28.65

-3.94%

14. metal

23.73

28.48

20.02%

15. folk/folklore

26.30

28.46

8.24%

16. christian

26.09

27.10

3.87%

17. rockabilly/psychobilly

17.55

26.17

49.06%

18. disco

17.07

25.33

48.45%

19. soul

19.59

24.04

22.74%

20. funk

22.46

22.33

-0.54%

Table 19 Top-20 worldwide popular PGM-SYB genres for 2017, 2018 and the corresponding YoY change (in
terms of charts).
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Figure 18 depicts the global popularity timeline, as computed based on charts, for pop,
hiphop, dance/edm and rock music genres from 2000 until today.

(a)

(b)

(c)

(d)

Figure 18 Global genre popularity from 2000 until today for (a) pop, (b) hiphop, (c) dance / edm and (d) rock.

Table 20 presents a ranking (with respect to 2018 popularity) based on the Google
Trends popularity index. In the first column the PGM-SYB genre name is denoted, in
the second and third column the popularity index for 2017 and 2018 period is
presented respectively and in the final column the YoY change percentage.
Regarding recommendations, the Google Trends-based results are different. The most
trending music genres (regardless of their share among all music genres) are opera,
country and children’s music with 1.12%, 0.56% and 0.12% YoY change respectively,
while the ones with the biggest share are karaoke, rock and jazz with 62, 40 and 29
popularity scores respectively. We attribute these unexpected results to the nature of
Google Trends data, which mainly rely on the volume of Internet users’ search queries
rather than the actual music consumption. As a result, we consider that Google Trends
can only serve as a secondary popularity index or as an additional input in a popularity
index that incorporates multiple sources.

Grant Agreement Number: 761634 – FuturePulse – H2020-ICT-2016-2/ICT-19

Funded by the
European Commission

55

Multimodal Predictive Analytics and Recommendation Services for the Music Industry

music genre

popularity 2017

popularity 2018

YoY

1. Karaoke

66.31

62.17

-6.24%

2. Rock music

42.62

40.07

-5.98%

3. Jazz

29.20

29.07

-0.47%

4. Pop music

28.85

28.47

-1.29%

5. Country music

21.30

21.42

0.56%

6. opera

20.37

20.60

1.12%

7. Instrumental

21.33

18.37

-13.85%

8. Hip hop music

22.31

18.05

-19.08%

9. Disco

16.72

15.43

-7.72%

10. Heavy metal music

15.45

13.98

-9.49%

11. Samba

12.22

12.15

-0.59%

12. Blues

12.30

11.76

-4.44%

13. Reggae

12.80

10.39

-18.82%

14. Christmas music

9.04

8.88

-1.70%

15. Reggaeton

9.69

8.73

-9.92%

16. Christian music

9.52

8.59

-9.80%

17. Electronic dance music

9.61

8.52

-11.34%

18. Children's music

8.09

8.10

0.12%

19. Funk

9.33

7.87

-15.66%

20. Classical music

8.01

7.80

-2.73%

Table 20 Top-20 worldwide popular PGM-SYB genres for 2017, 2018 and the corresponding YoY change (in
terms of Google Trends).

6.5

Forecasting and recommendations

We experimented with long term prediction (8 months ahead) of music genres
popularity and here present the corresponding results. The input data for model fitting
derive from charts and pertain to the PGM-SYB list of music genres and their popularity
patterns per country and globally from 01-01-2015 to 31-12-2017. We monitored genre
chart occurrences in 62 countries. The main tool we employed for long-term genre
popularity prediction is the Prophet model.
Figure 19 illustrates Prophet’s performance in forecasting the worldwide popularity of
Christian, Christmas, Hard Rock and Disco music in terms of chart occurrences for the
period 05-2017 to 12-2017. The seasonal and trend components are sufficiently
captured resulting in root mean squared errors (normalized by the errors of predicting
with the average value, NRMSE) of 0.80, 0.77, 0.75 and 0.87 respectively.
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Figure 19 Chart data (black), fitting (magenta) and forecasting (red) with Prophet related to worldwide chart
occurrences for (a) Christian, (b) Christmas, (c) Hard Rock and (d) Disco music.

We also experimented with long term prediction (8 months ahead) of music genres
popularity with Goole Trends as input data for model fitting. We monitored genre trends
in 10 different markets that are considered important for the FuturePulse consortium,
namely USA, Great Britain, Sweden, Denmark, Netherlands, Belgium, Germany,
France, Spain and Italy. Prophet is again chosen for fitting and forecasting as it is
highly efficient in estimating trend and seasonality components of the underlying
mechanisms that generate time series and such components are present in most genre
timelines generated by Google Trends.
Figure 20 illustrates Prophet’s performance in forecasting the worldwide popularity of
Christian, Christmas, Hard rock and Disco Music in terms of Google Trends for the
period 05-2017 to 12-2017. The seasonal and trend components are well captured
resulting in root mean squared errors (normalized by the errors of predicting with the
average value, NRMSE) of 0.887, 0.186, 0.454 and 1.991 respectively.
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Figure 20 Google Trends data (black), fitting (magenta) and forecasting (red) with
Google searches for (a) Christian, (b) Christmas, (c) Hard Rock and (d) Disco music .

(a)

(b)

(c)

(d)

Figure 21 illustrates Prophet’s performance in forecasting the popularity of Christian,
Christmas, Hard rock and Disco music in Great Britain in terms of Google Trends for
the same period. The corresponding NRMSE values are 1.229, 0.199, 1.186 and 0.815
respectively, which demonstrates the high predictive ability of the devised model. A
noteworthy observation is that per country level data are typically sparse, which is
expected to affect prediction accuracy, especially in smaller markets.
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(a)

(b)

(c)

(d)

Figure 21 Google Trends data (black), fitting (magenta) and forecasting (red) with Prophet related to Great
Britain Google searches for (a) Christian, (b) Christmas, (c) Hard Rock and (d) Disco music.

We also conducted a linear regression analysis on the total number of chart
occurrences of all PGM-SYB genres in 2015, 2016 and 2017 respectively. More
precisely, having pre-calculated the popularity of genres in these three successive
years, we detect the optimal line that fits these three values and get the first derivative
as an indication of the trend of the corresponding genre. Therefore, we can use this
coefficient as a way to recommend trending genres as required by PGM #5. Table 21
presents the corresponding results, where in the second column each genre trend is
indicated by the optimal line’s derivative (independent variable’s coefficient). The first
26 music genres have an increasing trend in terms of chart occurrences during the last
three years. As a result, they are recommended as the most trending genres today.
music genre

coefficient

music genre

coefficient

1. dancehall/reggaeton

12.23

31. karaoke

0.00

2. dubstep

6.72

32. instrumental

0.00

3. hiphop

4.23

33. inspirational

0.00

4. latin

3.94

34. african

0.00

5. lounge

3.32

35. heavy metal

0.00

6. ambient

3.22

36. alternative

0.00

7. death metal

3.16

37. garage

0.00

8. rockabilly/psychobilly

2.80

38. americana

0.00

9. doom metal

2.75

39. downbeat

0.00

10. pop

2.59

40. electronica

0.00

11. samba/bossa nova

2.19

41. indie

0.00

12. bass

2.01

42. house/techno

0.00

13. dance/edm

1.98

43. hardcore

0.00

14. thrash metal

1.89

44. experimental

-0.08
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15. opera

1.71

45. electronic

-0.25

16. christmas

1.57

46. country

-0.43

17. industrial

1.42

47. hard rock

-0.57

18. house

1.26

48. folk/folklore

-0.61

19. soundtrack

1.16

49. soul

-0.62

20. reggae/dub

0.91

50. funk

-0.66

21. rock

0.82

51. singer-songwriter

-0.68

22. r&b

0.45

52. christian

-0.92

23. classical

0.41

53. triphop

-1.17

24. metal

0.27

54. jazz

-1.83

25. children's music

0.02

55. mariachi

-2.43

26. disco

0.02

56. drum & bass/jungle

-4.25

27. spoken word

0.00

57. blues

-6.35

28. musical

0.00

58. salsa

-6.37

29. surf

0.00

59. tech house

-6.81

30. tango

0.00

60. breakbeat

-12.86

Table 21 PGM-SYB genre ranking according to their frequency of occurrence in charts.

We also conducted the same analysis on the average Google Trends index for all
PGM-SYB genres in 2015, 2016 and 2017 respectively. Table 22 presents the
corresponding results, where in the second column each genre trend is indicated by
the optimal line’s derivative (independent variable’s coefficient). We do not present the
actual popularity values as the input timelines (as provided by the Google Trends
service) are self-referenced in the corresponding time interval, and hence they are not
representative of the actual ranking of genres.
music genre

coefficient

music genre

coefficient

1. Breakbeat

20.19

34. Reggaeton

-5.74

2. Spoken Word

10.81

35. Blues

-5.89

3. Karaoke

2.72

36. Hard Rock

-6.00

4. Bass music

2.51

37. Electronica

-6.00

5. Latin

2.12

38. Classical music

-6.00

6. Musical

0.79

39. Dancehall

-6.52

7. Singer-Songwriter

0.40

40. Bossa Nova

-6.58

8. Christmas

-0.05

41. Hiphop

-6.58

9. Mariachi

-0.73

42. Death Metal

-6.78

10. Jazz

-1.07

43. Rock

-7.57

11. Children's Music

-1.19

44. Doom Metal

-7.66

12. Industrial

-1.55

45. Tech House

-8.07

13. Opera

-1.57

46. Electronic Dance Music

-8.59

14. Soul

-1.69

47. Electronic

-8.59

15. Inspirational

-1.72

48. Thrash Metal

-8.84

16. Surf

-1.76

49. House

-9.15

17. Techno

-2.10

50. Heavy Metal

-9.37
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18. Christian

-2.13

51. Metal

-9.62

19. Country

-3.05

52. Salsa

-9.89

20. Jungle Music

-3.22

53. Tango

-10.12

21. Disco

-3.29

54. Lounge

-10.37

22. Ambient

-3.53

55. Rockabilly

-10.43

23. Dub

-3.66

56. Soundtrack

-10.48

24. Contemporary R&B

-3.69

57. Garage

-10.75

25. Americana

-3.74

58. TripHop

-10.75

26. Pop

-3.96

59. Drum & Bass

-11.13

27. Samba

-4.04

60. Reggae

-11.21

28. Indie

-4.06

61. Psychobilly

-11.96

29. Folk

-4.50

62. Experimental

-12.43

30. African

-4.62

63. Hardcore

-17.20

31. Instrumental

-4.65

64. Funk

-17.22

32. Alternative rock

-5.07

65. Dubstep

-26.81

33. Downbeat

-5.47
Table 22 SYB/PGM music genre’s ranking according to their trends.

Interestingly, only the first seven genres, namely breakbeat, spoken word, karaoke,
bass music, Latin, musical and singer-songwriter have and increasing trend in terms of
Google searches during the last three years. All remaining genres are assigned a
negative coefficient indicating a decreasing trend. This result is unlikely to represent the
real music trends and is more likely to indicate that searching for music genres on
Google has been decreasing or that Google has changed the way they compute the
search interest over time. Therefore, we consider Google Trends only as an auxiliary
source and music charts as the primary data source for genre popularity estimation.

6.6

Country causality/correlation graphs per genre

This section presents the results of correlation and causality analysis with respect to
the popularity of genres in different countries. We aim at generating graphs that refer to
music genres with countries as nodes and correlation/causal effects as edges. The
graph edges depict the level of synchronization (or causal relationship) of genre
popularity patterns among different countries. The level of synchronization and causal
effect between countries is estimated by means of time series correlation and causality
measures respectively.
As input time series data, we use the per country genre popularity timelines based on
chart data that we presented in Sections 6.3.1 and 6.4. We apply the well-known
measure of Pearson correlation for the synchronization graph estimation and the
Partial Mutual Information from Mixed Embedding (PMIME) [Kugiumtzis 2013] causality
measure for the causality network estimation. PMIME is a multi-variate non-linear
measure of causality that is based on conditional mutual information and a non-uniform
embedding scheme, with great accuracy on reconstructing the underlying causality
patterns of high-dimensional dynamical systems [Koutlis and Kugiumtzis 2016].
Figure 22 presents the estimated causality networks, where for each genre the
information flow among the chart-occurrence timelines in different countries is
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illustrated. Admittedly, most of the causality effects receive a low value, given that the
upper limit of the corresponding index is 1. However, this limit is almost unreachable
because such a value would indicate that the present value of a country’s timeline is
fully explained by and only by the past values of another country’s timeline (not even its
own past values). Furthermore, all the displayed causal effects are found to be
statistically significant21 hence their low value indicates a low level, yet existent, causal
effect. The non-existent edges translate to causality values found to be non-significant
with a p-value greater than 0.05. Also, it is worth mentioning that current results are
preliminary and that we expect the genre popularity index to be improved by enriching
our database with more data by more resources. This would accordingly improve our
ability to capture the actual causal interactions among different countries. As regards
the actual results, the most significant directed causal effects are from GB to EU in rock
network, from EU to US in hard rock network, from US to EU in hiphop network and
from EU to US in Latin network.

21

Hypothesis testing for statistical significance of causal effects is an inherent data processing
of the employed causality index (PMIME). Randomization testing with time-shifted surrogates is
applied as well as a significance level of 0.05.
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Figure 22 Causality effects among countries estimated by PMIME corresponding to PGM-SYB genres. The edge
width and the edge label represent the level of causal relationship and the thicker part at the edge end
represents the arrow (causality direction).

Figure 23 presents the estimated correlation networks, where the synchronization
among the chart-occurrence timelines is illustrated for each genre in different countries.
All the networks, except for the house music network, are fully connected indicating
that all countries show statistically significant correlations of different strength among
each other. For house music, the correlation coefficient value between GB and EU is
found to be not statistically significant having a p-value greater than 0.05. The
strongest interrelationships are those of GB-US regarding dance/edm, JP-CA regarding
pop, GB-CA regarding pop and GB-JP regarding pop.
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Figure 23 Correlation effects among countries estimated by Pearson coefficient corresponding to PGM-SYB
genres. The edge width and the edge label represent the level of correlation.

6.7

Implementation and integration of results

To expose genre-level popularity we have pre-calculated popularity values at an annual
basis for the last three years. However, given that we want to provide genre popularity
for arbitrary time periods, and also compare these results to provide popularity growth
and trendiness, we also opted to follow an on-demand approach in the retrieval of that
information. More precisely, as the current implementation is based on the
appearances of a genre in charts, we generate genre popularity upon request, by
calculating the corresponding counts on the fly. However, that approach is time
consuming as genre popularity is normalized across all genres in the platform.
Therefore, we plan to use a mix of pre-calculated and on-demand values. More
precisely, popularities at annual, monthly and weekly ranges will be pre-calculated but
for any other period the values of popularity will be produced on demand.
To recommend trending genres, we use two metrics defined in Sections 6.4 and 6.5: a)
year-over-year change and b) the optimal line coefficient. These two metrics are precalculated for annual genre popularities; however, similarly to the actual popularity we
plan to follow a mix of on demand and pre-calculated values for specific time periods
considered as important e.g. monthly percentage change.
6.7.1 API definition
In Table 23 we present the API endpoints for the retrieval of genre popularity. The
/genres endpoint can be used to access the PGM/SYB genre list sorted according to
the popularity of the corresponding genres at specific time periods (defined by the
parameters sort_since_date/sort_until_date ). The list can be also refined by defining a
specific country (sort_country). To retrieve the popularity of a specific genre the
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/genres/<genre_id>/popularity endpoint can be used. With this method we can access
either a single popularity score, or the evolution of popularity in time intervals defined
by the resolution parameter.
Genres Endpoint
Retrieve a list of genres, currently in the platform
Method
GET
Path
/genres
Parameters
page,
Parameters used for pagination of the genres
num_per_page
q
Searching for genres based on their name
genre
Retrieve genres related to a specific genre
sort
Sort genres according to the specified field.
Among other fields, sort by popularity,
percentage change, and optimal line coefficient
(trend) is also supported.
sort_since_date Sort genres according to their popularity in this
sort_until_date specific time range. If not specified, the whole
period, for which FururePulse has data, is
considered.
sort_country
Sort genres according to their popularity in that
country. If not specified, worldwide is returned
Genre Popularity Endpoint
Retrieve popularity values of a genre in a specific time range
Method
GET
Path
/genres/<genre_id>/popularity
Parameters
genre_id
A path parameter that specifies the genre for
which data must be returned
since
Genre popularity values since that date.
until
Genre popularity values until that date.
resolution
month, year or total (default). Retrieve
popularity values per month, per year or for the
whole period.



country

If total is specified, a single popularity for the
whole period is returned.
If year is specified, the since/until range is
less than a year then ‘month’ is the returned
resolution.

Genre popularity in that country

Table 23 API endpoints to retrieve genre resources and popularity.

Grant Agreement Number: 761634 – FuturePulse – H2020-ICT-2016-2/ICT-19

Funded by the
European Commission

Multimodal Predictive Analytics and Recommendation Services for the Music Industry

65

7 Results and Conclusions
This deliverable presented the work conducted to meet the requirements related to
predictive analytics and recommendations. More precisely, the work carried out aims to
produce popularity-oriented results for different music entities of interest, such as
artists, tracks and genres. The most promising of these results are provided through
APIs, to be integrated in the FuturePulse platform, and be tested by the WP5 pilots.
The outcomes of the presented modules can be considered as the first version of
results and are expected to be updated and improved during the next stages of the
project, based on the feedback obtained during the second development cycle.
Future activities for the coming period have the following goals:







Implement an aggregate track popularity score per market.
Refine recognition values of tracks by including a more diverse set of data sources
Include and analyze additional data for PGM artists, for which demographics and finegrain steaming data are available.
Analyze and predict streaming activity for PGM artists.
Integrate data from the live music website Resident Advisor to support venue-based
emerging artists estimation.
Refine genre popularity by including more chart data and additional sources.

Moreover, we will be expecting feedback from use case partners following the first pilot
activities of the project, which we will leverage to fully align our work with the practical
needs arising from real-world usage settings, but also with an eye in differentiating our
offering compared to competing solutions in the market.
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